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Abstract

:

With the explosion of big data, the implementation of distributed machine learning mechanisms in wireless sensor networks (WSNs) is becoming required for reducing the number of data traveling throughout the network and for identifying anomalies promptly and reliably. In WSNs, the above need has to be considered along with the limited energy and processing resources available at the nodes. In this paper, we tackle the resulting complex problem by designing a multi-criteria protocol CINE that stands for “Clustered distributed learnIng exploiting Node centrality and residual Energy” for distributed learning in WSNs. More specifically, considering the energy and processing capabilities of nodes, we design a scheme that assumes that nodes are partitioned in clusters and selects a central node in each cluster, called cluster head (CH), that executes the training of the machine learning (ML) model for all the other nodes in the cluster, called cluster members (CMs). In fact, CMs are responsible for executing the inference only. Since the CH role requires the consumption of more resources, the proposed scheme rotates the CH role among all nodes in the cluster. The protocol has been simulated and tested using real environmental data sets.
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1. Introduction


The exploitation of machine learning in wireless sensor networks (WSNs) has attracted the increasing interest of researchers in recent years [1]. This is mainly motivated by the need for significant in-network data processing to reduce the number of measurements that uselessly travel throughout the network. In such scenarios, distributed learning has been often proposed as the most secure and effective approach since it preserves communication resources [2]. Recent literature has focused on the challenges posed by distributed learning in terms of the definition of appropriate architectures, the exploitation of multihop paradigms, and the use of clustering methodologies to make learning more efficient [3]. In such a context, solutions have been proposed considering the limitations in terms of energy and processing capabilities characterizing most sensor node platforms [2,4,5].



Federated learning (FL) is a very promising distributed learning approach [6] in which K federated learners store a part of a data set and use it to train a neural network. The network model parameters for the k-th learner, with   k ≤ K  , are denoted as   w k  . After the models are evaluated, the federated learners send them to a central node, which is in charge of creating an aggregated model  w  as the weighted sum of the model parameters received by the learners.



This averaged model is then re-disseminated to all of the learners and retrained locally. After a few iterations, a final common model is achieved. The efficacy of FL has been discussed thoroughly, although the drawbacks associated with the numerous iterations [7] have emerged. Indeed, FL can be very costly in terms of the number of data being forwarded throughout the network. As an example, in Figure 1 we report a network topology where the use of FL in its traditional implementation is very inefficient. The network in Figure 1 consists of 10 nodes. Nodes 1 to 9 are the learners, and node 10 is the aggregation point. Note that models elaborated by learners will traverse multiple hops to reach node 10. This is very costly in terms of the use of network resources.



Another non negligible drawback related to the use of standard FL is associated with the excessive exhaustion of energy resources at those nodes located close to the aggregation point. This is a well-known networking problem, which is referred to as funneling effect [8]. As an example, nodes 7 and 5, which are just one hop away from the aggregation point, are subject to excessive traffic associated with relaying the model parameters of the peripheral nodes. The use of partial model aggregations at the intermediate nodes can be effective, although it requires extra overhead and awareness of a route towards the final aggregation point. To cope with these limitations, gossiping has been recently considered. It consists of a distributed consensus mechanism that exploits local computing resources to limit the data transmitted across the network. The main advantages of gossiping are also related to the consequent efficiency in decreasing energy consumption and a waste of communication resources, with a positive effect on latency and network lifetime [9,10,11]. Advantages related to the use of gossiping in WSNs have been analyzed in [12,13], with a particular focus on distributed inference and detection. Additionally, in [14,15,16,17,18], the use of gossiping combined with FL for the purpose of solving a consensus problem in the framework of ML model weights has been proposed. The use of gossiping under has been analyzed theoretically in [19], where the control of the communication time is achieved by tuning the nodes transmission rates and modifying the network topology, consequently. An interesting recent work that discusses the use of gossiping and federated learning with consideration of network constraints is presented in [20].



As compared to the previous literature in the field, in this paper we tradeoff multiple aspects in network design. On the one hand, we consider performing ML operations in a WSN, and toward this aim we present a distributed learning approach that combines federated learning and gossiping. Additionally, from a networking point of view, we assume that WSN nodes are battery powered and, in general, have heterogeneous computing capabilities. Accordingly, we design a clustering algorithm where a few nodes, i.e., one per cluster, perform model training, while all of the others execute inference only. Then, to guarantee fairness and avoid the overload of a few nodes only along with the consequent exhaustion of their batteries, we propose a mechanism for cluster-head role rotation. Finally, in order to improve the model parameter dissemination process, the proposed mechanism is aware of the centrality of network nodes. The objective is to foster model parameter dissemination performed by nodes that have privileged positions in the topology of the network.



The main contributions and the novelty of our proposed approach when compared to the previous solutions are as follows:




	
A clustering scheme for collaborative learning in WSNs that exploit the gossiping mechanism to exchange model parameters between clusters.



	
The consideration of the machine learning capabilities, the residual energy, the centrality information, and the transmission power of the nodes to improve the fairness and speed up the convergence.



	
An intelligent scheme to transmit data chunks from cluster heads to cluster members only when it is necessary to reduce the communication load, at the same time enhancing the collaborative learning.








Our proposed approach can be exploited in WSNs consisting of low-power devices that can only run inference, such as TensorFlow Lite [21].



The rest of this paper is organized as follows. In Section 2, we discuss the recent works on exploiting clustering in FL. In Section 3, we present the CINE algorithm by detailing the network protocol and the approaches used to include centrality. In Section 4, we assess the proposed protocol. Finally, in Section 5 some conclusions on the work are drawn.




2. Related Work


In this section, we will discuss the recent works that are most relevant to our proposed approach. More specifically, We will discuss the distributed learning approaches, especially model-aggregation-based schemes in which clustering is exploited.



In [22], the authors propose a FL scheme by combining FL and hierarchical clustering with separate clusters of devices according to the similarity of their local mode updates to the global joint model. After the separation, the clusters in the network are trained independently. The authors compared the performance of their proposed approach with the approach in which clustering is not exploited and observed that the model training in the proposed approach converged in fewer communication rounds.



Similarly, in [23], the authors proposed a similarity aware FL scheme that can contribute high model accuracy for human-activity recognition applications. The scheme has a clustering FL framework that captures the relationship among the data of different nodes. Upon learning the cluster relationship, the nodes that converge more slowly can be dropped to speed up the convergence. The proposed scheme was evaluated on an NVIDIA edge testbed using human-activity recognition data collected from a total of 145 users.



In [24], the authors develop a clustering-based FL framework that groups into multiple clusters. Each communication round of the framework consists of multiple cycles of meta-update to speed up the overall convergence. Experiments were conducted exploiting deep learning algorithms to show that the proposed framework achieves convergence significantly faster than the standard FL approach.



Another clustering-based FL approach is proposed in [25] in which the geometric properties of the FL loss surface are considered to group the devices into clusters. Thus, each cluster has devices with jointly trainable data distributions. The proposed scheme is designed to preserve privacy and can handle numerous client devices that vary over time.



Though many clustering-based schemes have been proposed in the literature to enhance FL, their main objective has been grouping devices based on either similarity in terms of data or in terms of model parameters. In our work, we developed a decentralized scheme that is based on grouping nodes such that a central node, also known as the cluster head, in the cluster has higher machine learning and communication capabilities than other nodes. The role of the central node is rotated to achieve fairness in the network. The chosen cluster head broadcasts its model parameters to the cluster members. The cluster members that received the model parameters aggregate the received model parameters with their own model parameters, as is done in FL. We discuss the recent works in which gossiping is combined with FL to reduce the consumption of energy and communication resources.



In [16,17], the authors introduce an integrated networking/learning approach for WSNs by combining FL with gossiping. The proposed approach enables the nodes to perform model aggregation locally instead of transmitting the model parameters to the central aggregation point for aggregation. Similarly, the authors in [18] develop a centrality aware gossiping protocol distributed learning in WSNs. The nodes exploit the centrality information to enhance the collaborative learning of the model. More specifically, the centrality information is exploited in the algorithm that is designed for identifying the nodes that are supposed to broadcast their model parameters in each communication round. It was observed that the proposed approach performs significantly better with the inclusion of the centrality information. Similarly, the authors in [20] propose a server-less consensus based learning approach for massive IoT networks. The proposed approach is assessed using data collected in an industrial IoT environment. In our work, we exploit the gossiping mechanism but in a clustering manner by considering the ML and transmission capabilities of the node along with the energy consumption.




3. CINE Solution


In the following sections, we will first present an overview of the CINE protocol, and then we will detail the different algorithms employed for addressing a multicriteria-based distributed learning optimization problem.



3.1. Overview of CINE


Considering the intrinsic limitations of WSN devices and the limited computational and energy capabilities, we have designed and implemented a methodology that allows one to guarantee network efficiency trading off lifetime and reliability.



More specifically, we assume to have a WSN where nodes have severe resource limitations. Although the support of solutions for the execution of machine learning in WSNs has been advocated in the recent past [1], to cope with limited node capabilities, we use clusters inside the network and the selection of few cluster representative nodes to simplify the problem of device model training.



Accordingly, we assume that only a few nodes, denoted as cluster heads (CHs), perform training, while other cluster nodes, denoted as cluster members (CMs), execute inference by only applying the model disseminated by their CH. In order to balance the consumption of energy and processing resources, we let the CH role, which is the most demanding in terms of energy consumption, rotate among nodes belonging to the same cluster. Accordingly, we introduce a CH selection mechanism. The mechanism considers that   N C   regions have been defined in the network area and that a cluster consists of all nodes located in a given region. Regions are defined by exploiting the statistical knowledge of node distribution in the area so that the number of nodes in all of the clusters is approximately the same. Let   N  C M    be the average number of nodes in a cluster. Note that the detailed policies for the identification of clusters and the consequent selection of cluster members is out of the scope of the current paper. For an extensive discussion of the design of clustering algorithms for ad hoc and sensor networks that are guaranteed to have an assigned number of cluster members, please refer to [26].



We assume that each node has the information required to identify its cluster at its startup phase. This can be easily achieved by using position information along with the awareness of the above-mentioned cluster regions. The first node joining the cluster will be the initial cluster head. We define a time window duration as   τ w  , which represents the interval during which the cluster head does not change and is a constant known to all of the network nodes.



At the end of the window, the current cluster head broadcasts a COMPETITION_INITIATION message to all cluster members by applying any appropriate geocast mechanism [27], to identify the CH for the next time window. This starts a competition phase that lasts for a time interval equal to   τ c  . The appropriateness of the j-th node for the CH role is related to a number of parameters, such as its residual energy (  r  E j   ), its centrality (  C j   discussed later in Section 3.2), and its computing capabilities (  P j  ). Each node j, after evaluating a penalty value,    G j  = ϕ  ( r  E j  ,  C j  ,  P j  )   , will answer back by broadcasting the value of its penalty inside a COMPETITION_TERMINATION message, which also carries the sender ID, i.e., j. The broadcast will be executed at a time   t =  t ¯  +  δ j  ≤  τ C    where   δ j   is a a random variable generated according to a probability distribution whose average is proportional to   G j  . In this way, nodes with smaller   G j   values (i.e., a lower penalty) will answer before the others. Other cluster members, upon hearing the COMPETITION_TERMINATION message, will not answer back and identify the new CH as the sender of the COMPETITION_TERMINATION message.



For the following   τ w   interval, the CH will remain unchanged. During this   τ w   interval, training will be executed only by the CH, while cluster members will only perform inference. In case the residual energy at a CH decreases below a threshold,   r  E  T h r    , before   τ w  , a new competition procedure will be triggered to identify a new CH. This will be done through a COMPETITION_REQUEST message sent by the CH node.



After   τ w  , a new competition will be triggered inside the cluster to identify which node will be the next CH. To this aim, the current CH transmits a COMPETITION_TRIGGER message. Upon receiving it, each cluster member j updates the estimate of the relevant values, i.e., its residual energy,   r  E j   ; its computing capabilities,   P j  ; its centrality,   C j  ; and the loss of the current ML model,   L j  , needed to estimate the penalty   G j  . Similarly to the case of the initial competition, a node j will schedule the transmission of a COMPETITION_TERMINATION message containing the value of   G j  , as well as its identifier inside at time   τ =  t ¯  +  δ j    where   δ j   is a random variable with average proportional to   G j  . Based on this choice, nodes with low penalty will answer before, and the best node will serve as the new CH for at most a time   τ w  .



Note that, as detailed in the following section, CHs in different clusters form a so-called CH-network. This network connects all CHs of different clusters according to a mesh topology. When a node q emerges as the new CH of the cluster  Q , i.e,   q = C  H Q   , it sets a higher TX power and broadcasts a CH_NETWORK_NOTIFICATION message carrying its identifier, as well as the ID of the previous node that acted as CH for the same cluster  Q . In this way, all CH nodes that receive this message will update their current list of CH-network members by considering node q as the new   C  H Q   . Correspondingly, they will update their cluster member list by now considering the previous CH as a simple cluster member.



The procedure for cluster management is sketched in Algorithm 1.






	Algorithm 1 Protocol-Cluster Management



	
	 1:

	
/* Protocol initialization */




	 2:

	
Clusters are defined at network set up




	 3:

	
A random initial cluster head (ICH) is identified




	 4:

	
ICH issues a COMPETITION_INITIATION message




	 5:

	
Competition lasts for   τ c  




	 6:

	
Each cluster member estimates    G j  = ϕ  ( r  E j  ,  C j  ,  P j  )   




	 7:

	
At  τ  each member j sends a COMPETITION_TERMINATION(j)




	 8:

	
Upon hearing COMPETITION_TERMINATION from other nodes -> desist from transmitting




	 9:

	
For a time interval of   τ w  , j is the new CH for the cluster




	10:

	
Set high TX power and CH_NETWORK_NOTIFICATION (j) to other CHs




	11:

	
/* End of initialization */




	12:

	
/* Regular operations for CH selection */




	13:

	
Set low TX power and Broadcast to other cluster members




	14:

	
if   ( t = n ·  τ w    OR   ( r  E k  > r  E  T h r   ) )  




	15:

	
CH COMPETITION_TRIGGER




	16:

	
cluster member kESTIMATE(        r            E       k          ,            P       k          ,            C       k          ,            L       k         )




	17:

	
cluster member kCALCULATE                G       k          =     ϕ            (       r                E         k              ,                P         k              ,                C         k              ,                L         k              )          




	18:

	
cluster member k sends COMPETITION_TERMINATION(        k     ,            G       k                 )         at  τ 




	19:

	
Upon hearing COMPETITION_TERMINATION from other nodes, desist from transmitting




	20:

	
Node k is the new cluster head




	21:

	
Set high TX power and CH_NETWORK_NOTIFICATION (k) to other CHs




	22:

	
/* End of Regular Operations */















3.2. Centrality


As discussed in the previous section, we use centrality to characterize the topological relevance of a node inside a cluster and the relationship it has with neighbouring nodes. In the recent past, the use of centrality in WSNs has been considered as a powerful tool to perform cluster-head selection [28] in order to increase network lifetime and, in general, reduce energy consumption [29]. Additionally, centrality has been exploited to achieve efficient routing, prolong network lifetime [30,31], and facilitate data fusion. Multiple centrality metrics have been considered in the literature for WSNs, as reported in [32]. Indeed, the most of those used are degree centrality, betweenness centrality, eigen centrality, and closeness centrality.



The simplest centrality metric that is often used for clustering is degree centrality. It, in particular, evaluates the number of links owned by a given network node. betweenness centrality identifies the number of times a node lies on the shortest path between all of the possible pairs of nodes. eigen centrality calculates the topological relevance of a node by estimating the number of links it has with the other nodes in the network. Additionally, this metric considers the number of connections of the nodes to which a given node is connected on its own. This type of approach is, for example, used in Google Pagerank and Katz centrality [33]. Another variant of centrality is the so called closeness centrality, which evaluates the geodesic distance between a node and all of the other nodes in the network. Unlike betweenness centrality, closeness centrality estimates how short the shortest paths are between the node and all other nodes.



In this paper, we design a clustering methodology that is driven by centrality awareness, energy efficiency, and the consideration of the computing and processing capabilities of nodes for performing distributed learning in WSNs. The approach, as discussed in the following, will prove to efficiently trade off contrasting features, leading to fast convergence and an increase in network lifetime as compared to static and capability-unaware distributed learning solutions.




3.3. Distributed Learning and Gossiping


In this section, we detail the protocol executed by WSN nodes to perform distributed learning and gossiping.



We assume that all of the network nodes have the capability to set the transmission power to:




	
The low power TX mode, used when a node (either a CH or a simple CM) communicates with other nodes of the same cluster;



	
The high power TX mode, used when a CH node communicates with other CH nodes in the CH-network.








Cluster heads perform model training using their own data. The fitness of the ML model is evaluated through an appropriate loss function hl (The choice of a specific loss function is out of the scope of this work. In the literature, several loss functions have been introduced for different application scenarios. A comprehensive overview is available in [34]).The loss for a specific node j is indicated as   L j  .



Upon estimating its model loss on the completion of a training execution, each cluster head communicates this value across the CH-network. Based on this dissemination, all of the CHs know the loss functions of the others. Thus, before starting a new competition, the CH declaring the lowest loss function value will transmit its model parameters to its one-hop neighbors in the CH-network using the high power TX mode.



Upon receiving the model issued by a generic CH j, the k-th cluster head will use the received model parameters,   w j  , to update its own model,   w k  , as follows:


   w k  = α ·  w j  +  ( 1 − α )  ·  w k   



(1)




where  α  is a weight parameter that allows one to characterize the trust the CH node has in the other CHs. Then, the CHs retrain the model obtained applying Equation (1) using the data that are locally available.



In order to preserve the energy consumption inside each cluster, cluster members are not required to execute the training, although they can in principle; they only perform inference. More specifically, the CH of cluster  Q  takes care of training the model that is transmitted and used for inference by the other cluster members to be broadcast to all of the cluster members of cluster  Q , together with the value of its corresponding loss   L Q  .



Upon receiving the weight model from the CH, the CMs will estimate their loss based on the updated model using their own data. A cluster member of cluster  Q  that obtains a loss higher then the value contained in the message transmitted by the CH,   L Q  , plus a given threshold,   σ  T H   , will send a chunk of its data to the CH for retraining. The CH will retrain the model using the received data chunk. In this way, the updated model will be efficient and will also be representative of the data of other CMs.



The execution of the above set of operations is denoted as protocol iteration. After each iteration, the involved CH will broadcast its updated loss value throughout the CH-network so that all of the other CHs can compare it to their own loss values.




3.4. Protocol Details


In this section, we briefly illustrate how the protocol works.



Algorithm 2 represents the pseudocode for the protocol run by the generic CH.






	Algorithm 2 CINE Protocol-Cluster Head Functioning



	
	 1:

	
/* Protocol initialization */




	 2:

	
Initialize   w  C H   =train_model(   X  C H   , RND  )




	 3:

	
Calculate  G  as in Equation (2)




	 4:

	
Broadcast(  w  C H   ) to   C M  




	 5:

	
Broadcast( G ) in   C H   network.




	 6:

	
/* Regular operations */




	 7:

	
while TRUE do




	 8:

	
    Wait for Event




	 9:

	
    if Event.Type==Broadcast then




	10:

	
        /* Cluster-Head   C H   will send its model parameters   w  C H    */




	11:

	
        Broadcast(  w  C H   ) in   C H   network.




	12:

	
        Calculate  G  as in Equation (2)




	13:

	
        Broadcast( G ) in   C H   network.




	14:

	
        Broadcast(  w  C H    ) in its cluster




	15:

	
    end if




	16:

	
    if Event.Type == Receive Model Parameters   w K   then




	17:

	
        /* Node   C H   is receiving the model parameters   w  C H    from neighbor Cluster-head K */




	18:

	
        Calculate  G  as in Equation (2)




	19:

	
           w  C H   = α ·  w K  +  ( 1 − α )  ·  w  C H    




	20:

	
          w  C H    = train_model(   X  C H   ,  w  C H    )




	21:

	
        Broadcast(  w  C H   ) to   C M  




	22:

	
        Broadcast( G ) in   C H   network.




	23:

	
    end if




	24:

	
    if Event.Type == Receive Data Chunk   DA j   then




	25:

	
          w  C H    = train_model(   DA j  ,  w K   )




	26:

	
        Broadcast(  w  C H   ) to j




	27:

	
    end if




	28:

	
end while














At the startup, the model is trained by the CH using the local data   X  C H    and starting from random initial conditions, RND. Let   L  C H    be the resulting loss. Such value will be used, along with the residual energy and the information regarding available computing capabilities, to calculate the penalty parameter  G  as follows:


  G =  L  C H   /  [  C  C H   ·  P  C H   · r  E  C H   ]   



(2)




where   L  C H    is the loss of the CH,   C  C H    is its degree centrality,   r  E  C H     is its residual energy, and   P  C H    is its computing capability.



To conclude the initialization phase, the cluster head broadcasts the model parameters of the obtained model   w  C H    in the cluster. Moreover, it broadcasts the value of its penalty  G  in the CH-network. This last operation is needed to allow for identification among the CHs of the node that exhibits the lowest penalty  G , which will then send its model parameters to the neighboring CHs in the CH-network.



After the initialization phase, regular operations are executed that are the consequence of three types of events:




	
Broadcast: The cluster head exhibiting the lowest penalty broadcasts its model parameters to both its cluster members and its neighboring CHs.



	
Receive Model Parameters: upon receiving the model parameters   w k   by another cluster head (i.e., the one exhibiting the lowest penalty), the CH retrains the model.



	
Receive Data Chunk: The CH that receives a chunk of data from a CM includes it in its local data set and retrains the model. In this way, the new model is representative of a more comprehensive data set.








For what concerns the operations performed by cluster members, we observe that they are straightforward consequences of what we have described so far. Upon receiving the model parameters sent by its cluster head, a generic cluster member estimates the loss obtained by using such a model. If the difference between the loss just calculated and the loss declared by the CH is larger than a given threshold   σ  T H   , it sends a chunk of its data to the CH for retraining.



To better clarify the CINE protocol, we have illustrated the functioning of the cluster head in a flow chart as shown in Figure 2. After the protocol initialization in the cluster head, the cluster head waits for the events and executes the task according to the event type shown in Figure 2.





4. Performance Evaluation


In this section, we assess the performance of CINE. Accordingly in the following section, i.e., Section 4.1, we describe the WSN scenario and the data set considered in our experiments. Then, in Section 4.2, we present and discuss the numerical results.



4.1. Simulation Scenario


For the simulation experiments, we considered a well-known data set containing air-quality sensor data measured by a sensor network consisting of 56 nodes deployed in the city of Krakov https://www.kaggle.com/datascienceairly/air-quality-data-from-extensive-network-of-sensors (accessed on 12 March 2023). We considered the 25 nodes that provided a complete set of sensor data for a period of one month.



In Figure 3, we report the position of the nodes and the resulting topology of the WSN.



The sensors collect one sample of measures every hour; therefore, the data set for one month (i.e., 30 days) for each of the 25 sensors consists of    n k   =  24 × 30  =  720   entries, with   k  =  1 , 2 , ⋯ , 25  . Each entry includes seven values, representing the day; time; temperature; humidity; and PM1, PM2.5, and PM10 values. Note that the day and time values are not included for training the model, and thus the seven parameters reduce to five only. For the training in cluster heads, 25 days of data are considered for training. For the inference in both cluster heads and inference, the last 5 days of data are considered for inference. Thus, for training, the data set corresponding contains 25 (days) × 24 (h) = 600 entries of temperature; humidity; and PM1, PM2.5, and PM10 values. For the inference, the data set corresponding to each sensor contains 5 (days) × 24 (h) = 120 entries of temperature; humidity; and PM1, PM2.5, and PM10 values. The data chunk that has to be transmitted to the cluster head for retraining also comprises 5 days of data. Accordingly, the u-th entry in the data set of the k-th sensor, denoted as   X  k , u   , is:


   X  k , u   =  (  X  k , u   ( 0 )   ,  X  k , u   ( 1 )   , ⋯ ,  X  k , u   ( 4 )   )   



(3)







CINE can been applied whatever the ML approach utilized. For our experiments, we considered the well-known convolutional autoencoders, which are usually applied for dimension reduction, denoising, and anomaly detection [35,36,37,38,39].



They consist of convolutional neural networks (CNNs), both at the encoder and at the decoder. Readers interested in gaining a deeper understanding of convolutional autoconders can refer to [40,41,42,43].



We built a model with two convolutional layers in the encoder part and two deconvolutional layers in the decoder part. All the four layers were one-dimensional convolutional layers. The 8 × 8 kernels and ReLU activations were used. The outer layers of the model consist of 32 filters, while the inner layers consist of 16 filters. The model takes the input of shape (batch_size, sequence_length, num_features) and returns the output of the same shape. In our experiments, we varied the sequence_length from 25 to 100, and num_features was set to 1. The sequences consisted of the timeseries sequences of the sensor values from the dataset.




4.2. Numerical Results


In this section, we report the numerical results obtained in the scenario described in the previous section by applying the CINE protocol. We conducted large simulation campaigns to estimate the average loss with respect to the number of iterations for different types of centrality,  α , and threshold,   σ  T H   , values. We also evaluated the average residual energy at each cluster. Note that the residual energy was evaluated in terms of percentage for generalizing the exploitation of any kind of short-range (low TX power)/long-range radios (high TX power) in a WSN scenario. We assumed that the node exploits the bluetooth low energy for the short-range radio (the low-power TX mode case) and LoRa for the long-range radio (the high-power TX mode case). Since bluetooth low energy has a power consumption of 50mW and LoRa has a power consumption of 150 mW [44,45], we considered the energy consumption in the long-range radio to be 10 times that of the power consumption in the short-range radio as both bluetooth low energy and LoRa can communicate at the same data rate in specific settings.



Finally, we calculated the average number of data chunk transmissions with respect to different threshold   σ  T H    values. Note that the loss metric considered in this paper is the medium square error (MSE), which is calculated as


  M S E  ( y ,  y ^  )  =  1 N   ∑  i = 0  N    ( y −   y ^  i  )  2   



(4)




where y is the input data fed into the autoencoder,   y ^   is the reconstructed output data, and  N  is the length of the input data.



In Figure 4, we report the average loss with respect to the number of iterations for different centrality metrics. We observe that the eigen, pagerank, and degree centrality metrics give similar results, while the average loss in the case of betweenness centrality is significantly higher. Accordingly, in this section we will present the results achieved by applying the degree centrality. In fact, eigen and pagerank centrality give similar results, whereas betweenness centrality gives much worse results and thus must be excluded.



In Figure 5, we report the average loss with respect to the number of iterations for different values of  α . Note that  α  is the parameter that weights the importance given by each CH to the models received by another CH, as given in Equation (1). From Figure 5, we observe that the convergence is faster when the  α  is higher.  α  corresponds to the tuning parameter in the weight update Equation (1). If the value of  α  is higher, it means more priority is given to the model parameters that were just received than the nodes current model parameters. If the  α  value is lower, it means that less priority is given to the model parameters that were just received than the nodes current model parameters. From Figure 5, it is observed that the convergence is faster when higher weightage is given to the model parameters that were received by the nodes.



In Figure 6, we report the average loss with respect to the number of iterations for different values of the threshold   σ  T H   . In the first 20 iterations, the average loss decreases quickly when the threshold is low. The reason for this occurrence is that the data chunk transmissions are more frequent when the threshold is low; therefore, the models are trained considering more data. More specifically, a lower threshold will result in the high frequency of transmission of data chunks from the cluster members to the cluster heads. This will enable the cluster head to train with more data. Hence, the performance of the model is enhanced, resulting in lower average loss.



In Table 1, we report the average residual energy at each cluster after 80 iterations. Clusters 1 and 2 have higher residual energy after 80 iterations than Clusters 3, 4, and 5. In the same table, we report the standard deviation of the residual energy in each cluster and, for the sake of comparison, we report the standard deviation of the residual energy that would be obtained without considering the multi-criteria definition of the penalty  G . We observe that by applying the proposed approach, significantly lower standard deviation values are obtained, which means that there is an improvement in fairness.



Note that Clusters 1 and 2 comprise nodes with lower centrality values. On the contrary, Cluster 3 in the center of the network comprising nodes with higher centrality metrics also has the lowest residual energy when compared to the other clusters.



In Figure 7, we report the average residual energy versus the number of iterations for different values of threshold   σ  T H   . Obviously, the residual energy increases when the threshold value increases. This is because by increasing the threshold, the number of chunk transmissions decreases. This is confirmed by the values in Table 2.



Therefore, from the obtained numerical results, we derive that the residual energy and centrality metrics play an important role in enhancing the distributed learning in a network.



In Figure 8, we show the average residual energy in each cluster. We observe that cluster ‘3’ has consumed higher energy than the other clusters. This can also be seen in Figure 9, where we show the residual energy in each node. The residual energy is lower in cluster ‘3’ as the nodes in cluster are in the center of the network with higher centrality values. Thus, they have the opportunity to gossip about the model parameters a few times more than the nodes in other clusters. Similarly, the nodes in cluster ‘1’ exhibit higher energy consumption as they are not well connected like the other nodes, and they have lower centrality values. This shows how the centrality of the nodes can affect the energy consumption of the nodes.



In Figure 10, we compare CINE with other cases in which we exploit neither the centrality information nor the residual energy information. On comparing the three cases, we observe that our CINE protocol that exploits both the centrality and the residual energy information outperforms the cases in which either the the centrality information or the residual energy information is not utilized. Though the average loss obtained by CINE is comparatively higher in the initial iterations, the average loss reduces significantly after 10 iterations and converges quickly when compared to the other two cases without the centrality information or the residual energy information.



Furthermore, we compare CINE with an ordinary gossiping approach in Figure 11. In case of ordinary gossiping, each node is selected as a cluster head to periodically broadcast the model parameters (we call this approach standard gossiping). We show the average loos with respect to the number of iterations for both CINE and the standard gossiping. It is evident that the performance in CINE is significantly better than the standard gossiping. As observed, the average loss obtained CINE falls below 2 after 12 iterations, whereas the average loss in the case of standard gossiping falls below 2 only after 24 iterations. This demonstrates the satisfactory learning features of the CINE protocol.





5. Conclusions


In this paper, we have proposed the CINE protocol for distributed learning in WSNs. CINE exploits clustering and uses a multi-parametric approach to distribute the computation and communication load between all nodes in the cluster. CINE is designed by considering the energy and machine learning capabilities of the nodes. More specifically, wireless sensor nodes are partitioned in clusters, and a cluster head is selected in each cluster that can execute both training and inference, whereas the cluster members are responsible for executing only the inference. Since the cluster heads consume more resources than the cluster members, our proposed protocol rotates the cluster head role among all of the nodes in the cluster. Simulation experiments were carried out using the CNN auto-encoder model on a well-known data set containing air-quality sensor data measured by a sensor network. The numerical results show that by considering the node centrality information and the residual energy information, CINE has the potential to achieve convergence at a faster rate and improve the fairness in the distributed learning. The CINE protocol can be exploited in WSN scenarios where nodes have different communication, machine learning, and energy capabilities. CINE represents very efficient scenarios where ML models have to deploy low-power devices.
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Figure 1. Example of application of FL in a toy network topology. 
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Figure 2. CINE protocol in action. 
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Figure 3. Wireless network scenario considered for the simulations. 
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Figure 4. Average loss vs. number of iterations for different centrality metrics. 
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Figure 5. Average loss vs. number of iterations for different values of  α . 
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Figure 6. Average loss vs. number of iterations for different thresholds. 
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Figure 7. Average residual energy vs. number of iterations as a function of the threshold   σ  T H   . 
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Figure 8. Average residual energy in each cluster. 
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Figure 9. Average residual energy in each node. 
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Figure 10. Average loss vs. number of iterations. 
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Figure 11. Average loss vs. number of iterations. 
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Table 1. Residual energy,   r  E  C H    , after 80 iterations.
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	Cluster
	1
	2
	3
	4
	5





	avg.   r  E  C H    
	84.18
	72.36
	46.13
	66.53
	68.06



	std.   r  E  C H    
	3.31
	3.62
	16.52
	10.09
	5.18



	std.   r  E  C H     (benchmark)
	4.82
	7.29
	20.08
	16.65
	8.32
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Table 2. Average data chunk transmissions.






Table 2. Average data chunk transmissions.





	Threshold
	Average Data Chunk Transmissions





	0.5
	4.68



	1
	2.72



	1.5
	1.92



	2
	0.32



	2.5
	0.2
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