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Abstract

:

Algorithms and computing power have consistently been the two driving forces behind the development of artificial intelligence. The computational power of a platform has a significant impact on the implementation cost, performance, power consumption, and flexibility of an algorithm. Currently, AI algorithmic models are mainly trained using high-performance GPU platforms, and their inferencing can be implemented using GPU, CPU, and FPGA. On the one hand, due to its high-power consumption and extreme cost, GPU is not suitable for power and cost-sensitive application scenarios. On the other hand, because the training and inference of the neural network use different computing power platforms, the data of the neural network model needs to be transmitted on platforms with varying computing power, which affects the data processing capability of the network and affects the real-time performance and flexibility of the neural network. This paper focuses on the high computing power implementation method of the integration of convolutional neural network (CNN) training and inference in artificial intelligence and proposes to implement the process of CNN training and inference by using high-performance heterogeneous architecture (HA) devices with field programmable gate array (FPGA) as the core. Numerous repeated multiplication and accumulation operations in the process of CNN training and inference have been implemented by programmable logic (PL), which significantly improves the speed of CNN training and inference and reduces the overall power consumption, thus providing a modern implementation method for neural networks in an application field that is sensitive to power, cost, and footprint. First, based on the data stream containing the training and inference process of the CNN, this study investigates methods to merge the training and inference data streams. Secondly, high-level language was used to describe the merged data stream structure, and a high-level description was converted to a hardware register transfer level (RTL) description by the high-level synthesis tool (HLS), and the intellectual property (IP) core was generated. The PS was used for overall control, data preprocessing, and result analysis, and it was then connected to the IP core via an on-chip AXI bus interface in the HA device. Finally, the integrated implementation method was tested and validated with the Xilinx HA device, and the MNIST handwritten digit validation set was used in the tests. According to the test results, compared with using a GPU, the model trained in the HA device PL achieves the same convergence rate with only 78.04 percent training time. With a processing time of only 3.31 ms and 0.65 ms for a single frame image, an average recognition accuracy of 95.697%, and an overall power consumption of only 3.22 W @ 100 MHz, the two convolutional neural networks mentioned in this paper are suitable for deployment in lightweight domains with limited power consumption.
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1. Introduction


In recent years, convolutional neural networks have been widely used in speech recognition, image classification, image processing, accelerators, demodulators, etc., and have shown great advantages, especially in image classification [1,2]. At present, there are various convolutional neural network algorithms in deployment, but due to the sheer amount of computation required, the implementation of traditional convolutional neural networks has mostly been based on the more ideal PC framework and has been trained by GPUs. However, GPUs’ low flexibility, extreme cost, and power consumption have limited their application in certain scenarios [3,4], such as cases where it would be difficult to integrate GPUs in tiny mobile devices and aerospace applications [5]. Therefore, the modest size of FPGAs has attracted the attention of researchers. Traditional hardware system implementations involve numerous serial computations, while FPGAs can realize all parallel computing when there are sufficient logic units, which considerably improves the computing speed when using FPGAs to process relevant data [6,7]. Compared with the data parallel operation of GPUs, FPGAs add pipeline parallelism on the basis of data parallelism. Therefore, more and more researchers have begun to use FPGA to implement CNN algorithms.



With the increasing demand for computing power, FPGA has increasingly been used in the inferencing implementation of artificial intelligence models, where it accelerates the forward inference of neural networks and significantly reduces the power consumption of devices. However, hardware acceleration schemes for pure FPGA implementations of CNN inevitably lead to the separation of training and the inference. To some extent, this reduces the flexibility and adaptability of the neural network, and the dynamic control of the neural network during training cannot be achieved. In recent years, the emergence of HA devices with FPGA at their core has provided a new way to realize the integration of high computing power for AI training and inference. The processing system (PS) and PL are integrated into the HA device. On the one hand, the hybrid structure has great flexibility and enables dynamic control of the neural network training and inference process. On the other hand, this construction has strong parallel inference capabilities. As a result, the performance of neural network training and inference is significantly improved, which provides a different solution for the training and inference of AI models.



Researchers have begun to implement FPGA-based HA SoC to realize the hardware acceleration and miniaturization deployment of a neural network and to use the multicore processor of HA SoC for training and the programmable logic part for reasoning, to reduce power consumption, save costs, and improve performance [8,9,10]. However, compared to forward inference, the multiplication and addition operations of neural networks are computationally intensive. Therefore, the data preprocessing and data stream management operations in the PS of HA SoC can give full play to its flexibility, and the training and inference of the neural network in the PL of HA SoC can give full play to its parallel operation characteristics and significantly improve the overall performance of the system. Figure 1 shows the proposed ensemble neural network training and inference method.



To sum up, the main contributions of this paper are listed as follows:




	
Based on the features of HA SoC, a new neural network implementation method is proposed to balance a load of software and hardware by introducing the co-design of software and hardware. Considering the flexibility of software and the parallel processing ability of hardware, the integrated neural network training and inference process is realized.



	
In this implementation, PL is used to realize the training and inference process of the neural network, and PS is used to realize the scheduling of the whole process of training and inference including data preprocessing.



	
Pipelining and parallelism are weighed within PL in terms of limited logical resources, according to the data flow structure of training and inference. On the premise of ensuring the forward inference and training accuracy of the neural network, the training process of the neural network is accelerated as much as possible.








The rest of the study in this paper is as follows: Section 2 presents some related seminal works. Section 3 introduces the LeNet-3.3 and Le-Net-2.22 convolution neural network models and data flow structures for MNIST data set recognition, proposes the overall design scheme of the integration of training and inference of the neural network on HA SoC, and gives the architectural features of the design and the distribution strategy of software and hardware load. In Section 4, the high-level description methods of the above two neural networks are detailed and the RTL structure transformed by the HLS tool is optimized. Finally, IP cores containing training and inference are generated. In the Section 5, a hardware test environment for testing IP core function and performance is built based on HA architecture SoC devices, and the function test and performance evaluation of the IP core is carried out from the aspects of resource consumption, device power consumption, model convergence speed, training duration, inference accuracy, and inference duration. Section 6 analyzes the performance of the IP core based on the test results and compares it with current mainstream GPU implementation approaches. Finally, the contributions of the paper are summarized, and future research directions are planned.




2. Related Work


The development of convolutional neural networks dates back to 1962 when Hubel and Wiesel proposed the concept of receptive fields through their study of the visual system in the cat brain. In 1980, Japanese scientist Unitika Fukushima proposed a neural network architecture consisting of a convolutional layer and a pooling layer. He also proposed the concept and the network of attention in the 1980s. In 1998, Yann LeCun proposed LeNet-5 on this basis and applied the BP algorithm to the training of this neural network structure, thus forming the prototype of a contemporary convolutional neural network [1].



MNIST is a large data set containing digits, and upper- and lower-case handwritten letters. The MNIST data set is a large handwritten character data set from MNIST, including handwritten digit pictures from 0 to 9, with 60,000 training images and 10,000 test images. The image size is 28 × 28 pixels, and it is a single-channel grayscale image. This data set is often used to train various image processing systems and is widely used in the field of deep learning [11].



With the development of deep learning, a convolution neural network (CNN) has gradually become one of the mature algorithms in the field of artificial intelligence. However, the computational complexity of CNN is also higher than traditional algorithms, and the network structure is increasingly complex. A growing number of researchers are seeking hardware acceleration methods for CNN. Guo K and Sui L proposed Angel-Eye, which is a programmable and flexible CNN accelerator architecture [12]. It is a design procedure that maps the CNN to an embedded FPGA and implements the forward inference process of the CNN through the FPGA to achieve a local speedup of the CNN. However, the flexibility of a pure FPGA accelerator is significantly lower than that of an FPGA-based HA SoC. Multicore high-performance ARM processors integrated into HA SoC can complete the training process of neural networks, and PL-accelerated forward inference in HA SoC can achieve the full training and inference process of neural networks.



Neural network deployment based on HA SoC has gradually become a hot topic. Gschwend D implemented an efficient CNN topology ZynqNet on a Zynq on-chip system [13]. ZynqNet is a miniature embedded neural network specially designed for image classification. It trained and optimized exclusive CNN in PS and realized forward inference acceleration of CNN in PL. The accuracy of hardware-accelerated CNN is higher than 84.5% and the computational complexity is only 530 million times multiplication. Yangyang Zheng implemented forward inference acceleration of the LeNet-5 network based on Xilinx MPSoC [14]. Finally, the recognition accuracy of the MNIST data set and the CIFAR-10 data set reached 99.5% and 75.4%, respectively, and the average processing time of a single frame was only 2.2ms. Numerous studies have shown that HA SoC has better flexibility, which is conducive to the training and inference of the implementation and deployment of neural networks and is superior to alternative implementation schemes in terms of performance and power consumption [15,16,17].



To sum up, hardware acceleration based on HA SoC makes the inference of neural networks more flexible, but few researchers use PL to accelerate the training process of the neural network [18,19,20,21]. Therefore, the integration of model training and forward inference cannot be realized, which will significantly improve the overall system performance and reduce the total cost and power consumption of the system [22]. In HA SoC, the flexibility of software and the parallel processing of hardware are profoundly integrated. The software running in the PS is responsible for data preprocessing and controlling the data flow. PL performs complex data operations during training and inference. This provides another realization method to further optimize the computing power of AI in terms of performance, cost, power consumption, flexibility, and adaptability [18,23].




3. Method


3.1. Integrated Architecture of Neural Network Training and Inference


As shown in Figure 2, in the integrated implementation architecture, the PS and PL resources in the HA SoC are allocated according to the training and inference data streams. This architecture is divided into four parts: (1) under the scheduling of the operating system, PS is responsible for controlling the process of training and inference, completing the pre-processing of training and inference data, randomly initializing the network weight, updating the weight file, and evaluating the training and inference results; (2) through internal reuse, the hardware training and inference process is realized in PL. (3) Through the advanced extended interface (AXI) interface, the training data and initial network weights are loaded into the PL. In the PL, the model is trained to produce the final network weights. These weights are retained in the PL to facilitate subsequent training; at the same time, they are also fed back to PS to evaluate the training effect. (4) Load the data needed for inference into the PL through the AXI interface, perform model inference in the PL, and return the final result obtained by inference to PS.




3.2. Training and Inference of Neural Networks


The training and inference data used in this design is a 30 × 30 pixel single-channel grayscale map. Due to the small amount of data, this design proposes two improved network models based on the classical convolutional neural network LeNet-5 (hereinafter referred to as LeNet-3.3 and LeNet-2.22) to analyze the performance of different network structures in the integrated implementation method. The LeNet-3.3 network removes the pooling layer, increases network complexity and image feature information, and studies the advantages of complex networks in this implementation method. The LeNet-2.22 network adopts the method of reducing the number of network weights and studies the advantages of a simple network in this implementation method.



The network model of LeNet-3.3 is shown in Figure 3. The convolutional neural network has six network layers; the first three are regular layers and the input is a 30 × 30 pixel feature map based on a single channel of the modified MNIST data set. After each conditioning layer, the max pooling layer is removed to retain all of the feature map information. The next three layers are fully connected, and the last layer completes the image classification output. The convolutional neural network uses the modified ReLU function as the activation function. The output of the output layer is normalized via the Soft Max function.



The network model of LeNet-2.22 is shown in Figure 4. The convolutional neural network has six network layers, the first four of which alternate between convolutional and pooling layers. The last two layers are fully connected, and the last layer completes the image classification output. The neural network also uses the same activation functions, ReLU and Soft Max, as the LeNet-3.3 network.



Figure 5 shows the data flow structure of image data forward propagation and gradient loss backpropagation in the LeNet-3.3 network. In the figure, the forward propagation of image data is used to train the model, and the backpropagation of gradient loss is used for model inference. In essence, the training of neural networks includes both the forward propagation of data and the backpropagation of gradient loss. Therefore, the inference of convolution neural networks is a part of model training, which is a prerequisite for the integration of training and inference in PL. In the integrated structure of training and inference, the trained network weights are stored in the corresponding RAM and can be directly used in inference without PS intervention. In essence, the integrated structure of training and inference significantly reduces the cost and power consumption of the computing power platform, while improving the flexibility, reliability, and real-time performance of the whole system, providing a new solution for the training and inference of artificial intelligence.



To balance the software and hardware design resources in the HA SoC, the integrated structure of the convolutional neural network is split. The training and inference of convolutional neural networks involve the following external operations, including the management of image data and weight files, image data preprocessing, and human–computer interaction functions, which can be more flexibly implemented within the HA SoC through PS. The training and inference of the convolutional neural network itself are implemented by PL in the HA SoC. This is due to the fact that PL processes data in a data-flow manner, so that it can more efficiently perform simple and repetitive operations, including assignment operations, matrix multiplication operations, and accumulation operations, in a parallel and streaming manner during network training and forward inference.



In the process of model training, PS can dynamically adjust the learning rate, optimizer, and additional super parameters to improve the convergence rate of the model and optimize the performance of the model on the inference data set. PS can read the pre-trained network model weight file and import it into PL to continue training or generate random initial network weight and import it into PL to start training.





4. Core Algorithm and Implementation


In this design, the neural network training and inference model described by the C language is transformed into the RTL description of the hardware through HLS. Unlike Python, C does not provide library functions for neural networks, so it is necessary to use C to reconstruct the forward and backward propagation models of neural networks, including convolution, pooling, fully connected, and activation modules.



4.1. Structure Design of Convolution Layer


As mentioned above, the LeNet-3.3 convolutional neural network in this paper has six network layers, including three convolutional layers and three fully connected layers. Therefore, the structure of these two network layers can be optimized in the design of a neural network accelerator. The first three network layers are convolutional layers implemented in the same way. In this design, the convolution operations of forward inference and gradient descent in network training will be considered comprehensively to improve the readability and maintainability of the code. The forward and backward propagation paths of the single-layer convolution are shown in Figure 6.



Forward propagation of the convolution layer is expressed as:


   Z l    x , y   =    ∑  a    ∑  b    Z  l − 1     x + a , y + b   ∗  w l    a , b    



(1)




where    w l    a , b     is the element whose corresponding coordinate is     a , b     in the convolution kernel of the l-th layer convolution, and    z l    x , y     is the element whose corresponding coordinate is     x , y     in the output of the l-th layer convolution. Equation (1) is the relation of forward convolution propagation. The convolution operation of the LeNet-3.3 network does not include bias, pooling, and activation.



The forward propagation algorithm of the convolution layer is implemented as shown in Algorithm 1.



	Algorithm 1: Convolution.



	w: Data width

h: Data height

k: Convolutional kernel dimension

input: Convolutional layer input data

kernel: Convolution kernel parameters

out: Convolutional layer output data



	1. for(int i = 0; i < w − k + 1; i++)

2.   for(int j = 0; j < h − k + 1; j++){

3.     out [i × (h − k + 1) + j] = 0;

4.     for(int col = i; col < i + 3; col++)

5.       for(int row = j; row < j + 3; row++)

6.         out [i × (h − k + 1) + j]+ = input [col x h + row] × kernel[(col − i) ×

k + (row − j)]; }








Given the output loss of the l + 1-th layer convolution, find the output loss of the l-th layer convolution:


       δ l    x , y   =   ∂ C   ∂  Z l    x , y          



(2)




where    δ l    x , y     is the derivative of the loss function C with respect to the inactive output    Z l    x , y     of the current layer. In two-dimensional convolution, the delta loss of each layer is a two-dimensional matrix. The value of this matrix represents the delta loss at the l-th coordinate     x , y    . According to the chain rule of derivation, Equation (2) can be expressed as:


       δ l    x , y   =    ∑    x ′      ∑    y ′       ∂ C   ∂  Z  l + 1      x ′  ,  y ′      ∗   ∂  Z  l + 1      x ′  ,  y ′      ∂  Z l    x , y          



(3)




in the formula, the coordinate      x ′  ,  y ′      is the point in the l + 1-th layer that is affected by the l-th layer coordinate     x , y     in the forward propagation. The restrictions are:     x ′   + a =  x ,    y ′   + b =  y   . Equation (3) can be simplified by the definition of δ as follows:


       δ l    x , y   =    ∑    x ′      ∑    y ′      δ  l + 1      x ′  ,  y ′    ∗   ∂  Z  l + 1      x ′  ,  y ′      ∂  Z l    x , y          



(4)







By substituting the convolution forward propagation relation (Equation (1)) into Equation (4), we can obtain:


       δ l    x , y   =    ∑    x ′      ∑    y ′      δ  l + 1      x ′  ,  y ′    ∗   ∂   ∑  a    ∑  b   Z l     x ′  + a ,  y ′  + b   ∗  w  l + 1     a , b     ∂  Z l    x , y          



(5)







According to the constraints    x ′  + a = x   ,    y ′  + b = y   and the rules of summation and differentiation, the above equation can be simplified to:


       δ l    x , y   =    ∑  a    ∑  b    δ  l + 1     x − a , y − b   ∗  w  l + 1     a , b        



(6)







By substituting the restriction conditions    x ′  + a = x   ,  y ′  + b = y   into Equation (7), we can obtain:


       δ l    x , y   =    ∑  a    ∑  b    δ  l + 1     x − a , y − b   ∗  w  l + 1     a , b        



(7)







Then according to    a ′  = − a   ,    b ′  = − b  , you can obtain:


       δ l    x , y   =    ∑   − a     ∑   − b     δ  l + 1     x +  a ′  , y +  b ′    ∗  w  l + 1     −  a ′  , −  b ′         



(8)







It can be seen from Equation (7) that if the δ loss of the l + 1-th layer and the convolution kernel of the l + 1-th layer are known, the δ loss of the l + 1-th layer can be obtained. By comparing Equation (8) with the forward propagation of the convolution layer (Equation (1)), it can be seen that the δ loss of the l-th layer is the convolution of the δ loss of the l + 1-th layer, and the rotation of the convolution kernel of the l + 1-th layer by 180°.



However, considering the dimensions of the input and output matrices in the above convolution operation, the convolution kernel dimension is k, the dimension of the loss    δ l    x , y     of the l-th layer is equal to the dimension i of the input matrix    Z l    of the convolution layer, and the dimension of the loss    δ  l + 1     x , y     of the l + 1-th layer is equal to the dimension j of the output matrix    Z  l + 1     of the convolution layer. From the forward propagation of the convolution, we can see that j = i − k + 1, so zero filling of the loss    δ  l + 1     x , y     of the l + 1-th layer is required in the backpropagation, and filling (k − 1) on each side makes    δ  l + 1     x , y     the dimension j + 2 × (k − 1). After the convolution operation, the output dimension is j + 2 × (k − 1) − k + 1 = j + k − 1 = i. Matrix dimension i comforms to the loss    δ l    x , y     of the l-th layer.



In summary, given the output loss of the l + 1-th layer convolution, it is necessary to calculate the output loss of the l-th layer convolution in three steps: the first step is to rotate the convolution kernel    w l    180°; in the second step, each side of the loss    δ  l + 1     x , y     of the l + 1-th layer is filled with the zero value of (k − 1); the third step is to use the above convolution algorithm convolution for operations. The rotating convolution kernel operation is implemented as shown in Algorithm 2.



	Algorithm 2: OverturnKernel.



	k: Convolutional kernel dimension

input_matrix: Convolution kernel before rotation

out_matrix: Rotated convolution kernel



	1. for(int i = 0; i < k; i++)

2.   for(int j = 0; j < k; j++)

3.     output_matrix[(k − 1 − i) × k + (k − 1 − j)] = input_matrix[i × k + j];








The implementation process of matrix zero-value filling is as shown in Algorithm 3.



	Algorithm 3: Padding.



	w: The width of the matrix to be filled

stride: Each edge is filled with dimensions

input_matrix: The matrix to be filled

out_matrix: The filled matrix



	1. for(int i = 0; i < w + 2 × stride; i++)

2.   for(int j = 0; j < w + 2 × stride; j++){

3.     if((i >= stride)&&(j >= stride)&&(i < stride + w)&&(j < stride + w))

4.       output_matrix[i × (w + 2 × stride) + j] = input_matrix[(i − stride) × w + (j − stride)];

5.     else

6.       output_matrix[i × (w + 2 × stride) + j] = 0; }








Given the loss of the convolutional output of the l-th layer, find the loss of the convolution kernel of this layer:


        ∂ C   ∂  w l    =   ∂ C   ∂  z l    ∗   ∂  Z l    ∂  w l             



(9)







In the equation,     ∂ C   ∂  w l      is the corresponding element loss of the l-th layer convolution kernel. Substituting Equation (2) can be reduced to:


        ∂ C   ∂  w l    a , b     =    ∑  x    ∑  y    δ l    x , y   ∗   ∂  Z l    x , y     ∂  w l    a , b            



(10)







Forward propagation into the convolution layer (Equation (1)) can be expressed as:


        ∂ C   ∂  w l    a , b     =    ∑  x    ∑  y    δ l    x , y   ∗   ∂   ∑  a    ∑  b   Z  l − 1     x + a , y + b   ∗  w l    a , b     ∂  w l    a , b          



(11)







Simplification results in:


        ∂ C   ∂  w l    a , b     =    ∑  x    ∑  y    Z  l − 1     a + x , b + y   ∗  δ l    x , y        



(12)







By comparing Equation (12) with the forward propagation of the convolution layer (Equation (1)), it can be seen that the convolution kernel loss     ∂ C   ∂  w l    a , b       of the l-th layer is equal to the convolution output    Z  l − 1     of the l − 1-th layer and the convolution output loss    δ l    of the l-th layer.



To sum up, the known loss of the convolutional output of the l-th layer can also be realized through the convolution algorithms above to find the loss of the convolution kernel of this layer.



The convolutional layer operation model represented by Equations (1), (8) and (12) is integrated and mapped into the most basic hardware accelerator structure, as shown in Figure 7. By optimizing the basic structure, the overall processing performance of the convolution layer hardware accelerator is further improved. When the software model is transformed into a hardware structure by the HLS tool, the expression of the software model may have an adverse effect on the final transformed hardware accelerator structure. When translated into hardware accelerator implementation, using the pipeline command is a great way to shorten the interval between instructions in a loop, which improves throughput and reduces latency.




4.2. Structure Design of the Fully Connected Layer


The last three layers of the LeNet-3.3 convolutional neural network are all fully connected, and its hardware acceleration structure is relatively simple, including two processes of full connection and activation. The implementation model of its algorithm is introduced below. The datapath of the fully connected layer is shown in Figure 8.



4.2.1. Fully Connected Layer Multiplication Structure


Fully connected forward propagation is expressed as:


       Z l  =  W l  ∗  a  l − 1          



(13)




where    W l    is the fully connected weight matrix of the l-th layer, and    a  l − 1     is the column vector output after the fully connected activation of the l − 1-th layer; and    Z l    is the column vector output before the full connection activation of the l-th layer. The realization of fully connected matrix multiplication is as shown in Algorithm 4.



	Algorithm 4: MatrixMultiPLy.



	h: Fully connected input vector dimension

h_out: Fully connected output vector dimension

input_matrix: Fully connected input vectors

para_layer: Fully connected weight matrix

out_matrix: Fully connected output vectors



	1. for(int j = 0; j < h_out; j++){

2.   output_matrix[j] = 0;

3.   for(int i = 0; i < h; i++)

4.     output_matrix[j] += input_matrix[i] × para_layer[i × h_out + j]; }








Given the output loss     ∂ C   ∂  Z  l + 1       of the fully connected l + 1-th layer, calculate the output loss     ∂ C   ∂  a l      after activation of the l-th layer:


        ∂ C   ∂  a l    =   ∂ C   ∂  Z  l + 1     ∗   ∂  Z  l + 1     ∂  a l           



(14)







By substituting the fully connected forward propagation (Equation (12)), we can obtain:


        ∂ C   ∂  a l    =   ∂ C   ∂  Z  l + 1     ∗   ∂  W  l + 1   ∗  a l    ∂  a l           



(15)







According to the matrix derivative rule, we can obtain:


        ∂ C   ∂  a l    =      W  l + 1      T  ∗   ∂ C   ∂  Z  l + 1            



(16)







The algorithm is implemented as shown in Algorithm 5.



	Algorithm 5: CalculateMatrixGrad.



	w: Fully connected weight matrix width

h: Fully connected weight matrix height

input_matrix: Fully connected weight matrix

grad: Fully connected output gradient

out_matrix: Fully connected input gradient



	1. for(int i = 0; i < w; i++){

2.   output_matrix[i] = 0;//Gradient clear, easy to add

3.   for(int j = 0; j < h; j++)

4.     output_matrix[i] += input_matrix[i × h + j] × grad[j]; }








Calculate the output loss     ∂ C   ∂  Z l      of the l-layer fully connected weight matrix given the output loss     ∂ C   ∂  W l      of the l-layer fully connected:


        ∂ C   ∂  W l    =   ∂ C   ∂  Z l    ∗   ∂  Z l    ∂  w l         



(17)







By substituting the fully connected forward propagation (Equation (13)), we can obtain:


        ∂ C   ∂  W l    =   ∂ C   ∂  Z l    ∗   ∂  W l  ∗  a  l − 1     ∂  w l         



(18)







According to the matrix derivative rule, we can obtain:


        ∂ C   ∂  W l    =   ∂ C   ∂  Z l    ∗      a  l − 1      T       



(19)







The algorithm is implemented as shown in Algorithm 6.



	Algorithm 6: MatrixBackPropagationMultiPLy.



	w: Fully connected weight matrix width

h: Fully connected weight matrix height

input_matrix: Fully connected input gradient

grad: Fully connected output gradient

rgrad: Fully connected weight matrix gradient



	1. for(int i = 0; i < w; i++)

2.   for(int j = 0; j < h; j++)

3.       rgrad[i × h + j] = input_matrix[i] × grad[j];









4.2.2. Activation Function Structure at the Full Connection Layer


Forward propagation of the activation function is expressed as:


       a l  = σ      Z l         



(20)




where σ ( ) represents the activation function,    Z l    is the input of the activation function at the l-th layer, and    a l    is the output of the activation function at the l-th layer. LeakyRelu replaces Relu in the activation function to avoid gradient dispersion. The algorithm is implemented as shown in Algorithm 7.



	Algorithm 7: Relu.



	h: The height of the column vector to be activated

input_matrix: The column vector to be activated

output_matrix: Activate the rear column vector



	1. for(int j = 0; j < h; j++)

2. Output_matrix [j] = Max (input_matrix [j], input_matrix [j] × 0.05);








Given the output loss     ∂ C   ∂  a l      of l-th layer after activation, calculate the output loss     ∂ C   ∂  Z l      of fully connected l-th layer:


        ∂ C   ∂  Z l    =   ∂ C   ∂  a l    ∗   ∂  a l    ∂  Z l    =   ∂ C   ∂  a l    ∗  σ ′     Z l         



(21)







The algorithm is implemented as shown in Algorithm 8.



	Algorithm 8: ReluBackPropagation.



	h: The height of the column vector to be activated

input_matrix: Activate the rear column vector

grad: Gradient after activation

output_matrix: The gradient before activation



	1. for(int i = 0; i < w; i++)

2.   if(input_matrix[i] > 0)

3.     output_matrix[i] = 1 × grad[i];

4.   else

5. Output_matrix [I] = 0.05 × grad [I];








For the fully connected layer, the input and output feature graphs and gradients are one-dimensional vectors, and the weights and gradients are two-dimensional vectors. According to Equations (13) and (20), when the forward propagation of the fully connected module is realized, the output result of the fully connected module can be obtained by activating the function after the weighted operation of the feature graph and the weight. According to Equations (16) and (21), when the fully connected model is backpropagated, the output gradient of the backpropagation can be obtained after the input gradient is weighted by the derivative of the activation function and the transpose of the weight matrix. According to Equation (19), when the fully connected module is implemented to update the weight matrix, the gradient of the weight matrix can be obtained after the weighting operation of the transpose of the input gradient and the input feature graph, which can update the weight matrix combined with the learning rate. By combining Equations (13), (16) and (19)–(21), the forward propagation and backpropagation operation models of the fully connected layer are obtained. The most basic hardware accelerator structure of the fully connected module is shown in Figure 9.



Using the Unroll command, you can transform the fully connected layer software model represented by loops into an efficient hardware accelerator architecture. Table 1 shows the hardware IP resource usage corresponding to the LeNet-3.3 network.





4.3. Structure Design of the Pooling Layer


The pooling layer is sandwiched between continuous convolution layers, which reduces the parameters and computation while preserving the main features, prevents overfitting, and improves model generalization ability. Common pooling operations include maximum pooling and average pooling. Maximum pooling helps to retain the edge features of the image, while average pooling helps to retain the background features of the image. This design is mainly for handwritten digit recognition, hence the use of a maximum pool.



When the data are propagated forward, the pooled kernel scans the data to select the maximum value in the area for output and records the position of the maximum value in the original data for backpropagation. The forward propagation algorithm of the pooling layer is implemented as shown in Algorithm 9.



	Algorithm 9: MaxPool2d.



	w: The width of the data before pooling

h: The height of the data before pooling

k: The dimensions of the pooled kernel

input_matrix: Data before pooling

output_matrix: Pooled data

locate_matrix: The position matrix in pooling



	1. for(int i = 0; i < w/k; i++)

2.     for(int j = 0; j < h/k; j++){

3.       int max_num = −999;

4.       for(int col = i × k; col < (i + 1) × k; col++)

5.        for(int row = j × k; row < (j + 1) × k; row++)

6.          if(input_matrix[col × h + row] > max_num){

7.            max_num = input_matrix[col × h + row];

8.            locate_matrix[i × (h/k) + j] = col × h + row;

9. }

10.      output_matrix[i × (h/k) + j] = max_num; }








The value of the output depends on the largest value in this range, so the gradient of the output is equal to the gradient of the largest element, and 0 for additional elements. When the loss gradient is backpropagated, its corresponding position is found for assignment, and the other gradients are assigned 0 s. The pooling layer gradient backpropagation algorithm is implemented as shown in Algorithm 10.



	Algorithm 10: MaxPooBackPropagation.



	w: The width of the data before pooling

h: The height of the data before pooling

k: The dimensions of the pooled kernel

input_matrix: The gradient after pooling

output_matrix: The gradient before pooling

locate_matrix: The position matrix in pooling



	1.    for(int col = 0; col < w; col++)

2.     for(int low = 0; low < h; low++)

3.       output_matrix[col × h+low] = 0;

4.    int current_locate;

5.    for(int i = 0; i < w/k; i++)

6.     for(int j = 0; j < h/k; j++){

7.       current_locate = locate_matrix[i × (h/k) + j];

8.       output_matrix[current_locate] = input_matrix[i × (h/k) + j]; }








The convolution, full connected, and activation operations in LeNet-2.22 are consistent with those described above in LeNet-3.3. Table 2 shows the hardware IP resource usage of the Le-Net-2.22 network. Compared to Table 1, adding convolutional layers in LeNet-2.22 significantly reduces the internal resource consumption of HA SoC devices.





5. Experiment and Verification


5.1. Verifying the Construction of the Platform


Based on Xilinx’s XCZU3EG-SBVA484 MPSoC with 2 GB LPDDR4 off-chip memory, a computing power platform, Ultra96-V2, was constructed to validate the integrated implementation of neural network training and inference. The PS within the MPSoC integrates an Arm quad-core Cortex-A53 Application Processing Unit (APU) and an Arm dual-core Cortex-R5F real-time processing Unit (RPU), and the PL integrates 7.6 MB Block RAM and 360 digital signal processing module DSP48E, including rich logic resources.



As shown in Figure 10, the entire convolutional neural network training and inference system is built in MPSoC based on IP core encapsulation and reuse techniques. The IP core for network training and inference is connected to the PS of the SoC through the AXI specification. The IP kernel of each module functions as follows:




	(1)

	
The training and inference module is used to conduct a large number of computational processes of convolutional neural network training and forward inference;




	(2)

	
The Zynq Ultrascale+ MPSoC module is a PS mapping within MPSoC;




	(3)

	
The AXI Interconnect module connects multiple AXI memory-mapped master devices to multiple memory-mapped slave devices through the switch structure, which is mainly used as the bridge connecting S_AXI peripheral;




	(4)

	
The AXI SmartConnect module is used to connect AXI peripherals to PS, mainly as a bridge connecting M_AXI in this structure;




	(5)

	
The process system reset module is used to generate reset signals for PS and the other three modules.









After synthesizing and implementing the overall structure of the image recognition system given in Figure 10, the logical resources of the PL used by the two network models are shown in Table 3.



According to the power analysis tool integrated into Vivado, the total power consumption of the LeNet-3.3 image recognition voxel system is only 2.652 W, while the power consumption of the PL used for training and inference of the convolutional neural network is only 0.387 W. The total power consumption of the LeNet-2.22 image recognition voxel system is only 2.457 W, while the PL power consumption for training and inference of the convolutional neural network is only 0.217 W.




5.2. Design of Verification Method


Based on the PYNQ framework, software code calling the training and inference IP cores is written in Python language. The overlay programming library provided in this framework generates a callable Python API for the IP core, which makes the co-design of hardware and software in this system more convenient. The test data stream is shown in Figure 11.



The data flow of the training process is as follows: PS loads the network weights or generates random initial network weights, preprocesses the training data, and imports the initial network weights and training data into PL via the AXI interface. PL uses iterative training to update the network weights and exports the trained network weights and training results via the AXI interface. Finally, PS updates the weight file and evaluates the training effect.



The data flow of the inference process is as follows: PS loads the network weights and preprocesses the inferred data, which is imported into PL via the AXI interface. PL takes the inferences one by one and derives the inferences via the AXI interface. Finally, PS evaluates the accuracy of the inference results and the inference time.





6. Results


Currently, most of the training of neural network models is carried out on CPU or GPU. This design uses a hardware approach to train a neural network model. The overall performance of the three types of platforms is shown in Table 4, where the network training and inference times are measured using the time function provided by each hardware platform during the actual operation. It does not include image preprocessing and the import time.



The vertical comparison shows that the proposed LeNet-2.2 network structure is much better than the proposed LeNet-3.3 network structure in terms of training efficiency, and the pooling layer significantly reduces the network parameters to improve the training efficiency. Therefore, the performance of each platform running the LeNet-2.2 network is mainly compared next.



A horizontal comparison shows that the MPSoC used in this design does not have an advantage in terms of price, but the average power consumption of this device is only 3.02 W, which is 6.86% CPU power consumption and 4.03% GPU power consumption. Moreover, the compact size of MPSoC devices is more in line with the requirements of lightweight deployment. The training time for a single image in the PL of the MPSoC is only 78.03% of the training time of the GTX1050 and 55.98% of the training time of the Intel i5-4300U. Therefore, the HA-SoC-based PL implementation is not less efficient than the GPU for training neural network models, but it has the disadvantage that it sacrifices flexibility in algorithm deployment and has a slightly longer development cycle. After validation on 1000 images on the test set, the inference time of the LeNet-2.22 model on ZYNQ UltraScale+ MPSoC is 0.65ms for a single frame image. On the Intel i5-4300U CPU and GTX1050 GPU, the processing time for a single frame is 2.01 ms and 0.78 ms, respectively, and the average inference speed is 3.09 and 1.2 times.



As shown in Table 5, the PL implementation trained in HA SoC converges faster, which is consistent with the GPU and CPU effects.



As shown in Figure 12, the final accelerator IP kernel achieves an average recognition accuracy of 95.697% on the empirical set of MNIST handwritten digits, which is consistent with the performance of this model on a computer. The following screenshots show some of the experimental results:




7. Discussion


In this paper, HA SoC (Ultra96-V2) is used to realize the integrated construction of network training and inference, and the training and inference processes of the neural network are innovatively implemented in PL, which significantly reduces the computational load of multicore processors on HA SoC. Compared to conventional GPU implementations, the proposed approach significantly reduces design costs and device power consumption and increases the speed of network training and inference. It maximizes the flexibility of multicore processors on high-performance HA SoC and the powerful computing power of programmable gate Array (FPGA) parallel computing and finds a new solution for artificial intelligence in application scenarios with great requirements for cost, performance, and power consumption. Zheng’s (2022) [15] research has accelerated the inference of the LeNet-5 network, and the recognition accuracy on the MNIST data set and CIFAR10 data set reaches 99.5% and 75.4%, respectively. The average processing time of a single frame of pictures is only 2.2ms, but the training of his network is still carried out in PS. On this basis, the method mentioned in this paper also realizes the acceleration of CNN training using PL, which makes the training and reasoning more integrated. The average recognition accuracy of the MNIST handwritten digit empirical set is 95.697%, with a training time of 1.03 ms and an inference time of 0.65ms for a single image.



It is believed that as IC technology continues to evolve, the performance of HA SoC will become higher and higher. The device will gradually become one of the mainstream AI implementation platforms, and its powerful computing power will also contribute to the development of AI technology to some extent. In a later study, we will work on applying this architecture to more complex scenarios and explore implementation methods for more complex network models on high-performance HA SoCs.




8. Conclusions


Firstly, the data flow structure of the neural network training and inference process was explored in detail, and the possibility of using PL of heterogeneous architecture MPSoC to realize network training and inference as well as its advantages and disadvantages were discussed. Then, combining the features and advantages of Xilinx’s latest multicore heterogeneous architecture device MPSoC, we investigated an integrated implementation scheme to convert training and inference network models into hardware logic, which significantly improves the utilization of logic resources of MPSoC devices. Finally, Xilinx HA devices were used to test and validate the integrated implementation method, and the MNIST handwritten digit empirical certificate set was used for testing. The results show that the integration of network training and inference using the PL of MPSoC significantly reduces the power consumption of AI training and inference and provides a novel solution for power-constrained deployment scenarios in the AI field. Because of its integrated design, it significantly improves the resource utilization of the device and minimizes the computational load on the processor, thus achieving balanced computing power and flexibility. However, this approach also has some limitations at present and it is slightly more expensive for widespread deployment. It is believed that this problem can also be solved with the development of semiconductor technology and the popularity of heterogeneous architecture SoC devices.
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Figure 1. FPGA neural network training inference integrated implementation method. 
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Figure 2. Overall architecture of the system. 
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Figure 3. LeNet-3.3 network model. 
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Figure 4. LeNet-2.22 network model. 
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Figure 5. Data flow of network forward propagation and backpropagation. 
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Figure 6. Data propagation in the convolution layer. 
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Figure 7. Forward propagation and backpropagation of the convolution layer. 
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Figure 8. Data propagation at the full connection layer. 
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Figure 9. Realization of forward propagation and backpropagation of the full connection layer. 
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Figure 10. Integrated testing structure of convolutional neural network training and inference built-in MPSoC. 
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Figure 11. Data flow used to test the training and inference hardware structure of the convolutional neural network. 
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Figure 12. Recognition results of the accelerator on the MNIST data set. 
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Table 1. LeNet-3.3 IP core resource usage details.
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	BRAM_18K
	DSP48E
	FF
	LUT





	Total
	419
	134
	20,962
	36,190



	Utilization (%)
	96
	37
	14
	51
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Table 2. Details about IP nuclear resource usage for LeNet-2.22.
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	Index
	BRAM_18K
	DSP48E
	FF
	LUT





	Total
	27
	103
	17,443
	28,787



	Utilization (%)
	2
	28
	12
	40
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Table 3. Resource utilization reports of the two network models.
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Network

	
Index

	
BRAMs

	
DSP

	
FF

	
LUT

	
LUTRAM






	
LeNet-3.3

	
Utilization Estimates

	
211.5

	
127

	
20,438

	
26,199

	
5827




	
Utilization (%)

	
97.92

	
35.28

	
14.48

	
37.13

	
20.23




	
LeNet-2.22

	
Utilization Estimates

	
13.5

	
97

	
17,557

	
17,472

	
949




	
Utilization (%)

	
6.25

	
26.94

	
12.44

	
24.76

	
3.30
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Table 4. Overall performance comparison.
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Equipment

	
CPU

	
GPU

	
MPSoC






	
Overview Information

	
Type and specification

	
Intel i5-4300U

	
GTX1050

	
ZYNQ UltraScale + MPSoC (PL)




	
Selling price

	
X

	
929 ¥

	
2600 ¥




	
Working frequency

	
2.5 GHz

	
1455 MHz

	
100 MHz




	
LeNet-3.3

	
Average power consumption

	
44 W

	
75 W

	
3.22 W




	
Training time/image

	
55.68 ms

	
24.60 ms

	
19.2 ms




	
Inference time/image

	
10.14 ms

	
4.08 ms

	
3.31 ms




	
LeNet-2.22

	
Average power consumption

	
44 W

	
75 W

	
3.02 W




	
Training time/image

	
1.84 ms

	
1.32 ms

	
1.03 ms




	
Inference time/image

	
2.01 ms

	
0.78 ms

	
0.65 ms
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Table 5. Training process parameters for different.
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Type and Specification

	
Epoch

	
Lose

	
Learning Rate






	
Intel i5-4300U

	
5

	
0.378564

	
0.0038268049




	
10

	
0.011166

	
0.0000095806




	
15

	
0.011789

	
0.0000105072




	
20

	
0.001402

	
0.0000002816




	
GTX1050

	
5

	
0.444973

	
0.0050369459




	
10

	
0.039344

	
0.0000815240




	
15

	
0.027722

	
0.0000449574




	
20

	
0.008204

	
0.0000056733




	
ZYNQ UltraScale + MPSoC (PL)

	
5

	
0.622568

	
0.0089149121




	
10

	
0.112957

	
0.0004897260




	
15

	
0.015632

	
0.0000169758




	
20

	
0.002037

	
0.0000005311
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