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Abstract

:

Intracerebral hemorrhage is a severe problem where more than one-third of patients die within a month. In diagnosing intracranial hemorrhage, neuroimaging examinations are essential. As a result, the interpretation of neuroimaging becomes a crucial process in medical procedures. However, human-based image interpretation has inherent limitations, as it can only handle a restricted range of tasks. To address this, a study on medical image captioning has been conducted, but it primarily focused on single medical images. However, actual medical images often consist of continuous sequences, such as CT scans, making it challenging to directly apply existing studies. Therefore, this paper proposes a CT image captioning model that utilizes a 3D-CNN model and distilGPT-2. In this study, four combinations of 3D-CNN models and language models were compared and analyzed for their performance. Additionally, the impact of applying penalties to the loss function and adjusting penalty values during the training process was examined. The proposed CT image captioning model demonstrated a maximum BLEU score of 0.35 on the in-house dataset, and it was observed that the text generated by the model became more similar to human interpretations in medical image reports with the application of loss function penalties.
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1. Introduction


Intracerebral hemorrhage (ICH), an untreatable and severe form of brain hemorrhage, is a serious problem where one-third of patients die within a month, and even survivors may experience neurological complications [1,2]. Especially if rapid diagnosis and prompt treatment are not performed, the mortality rate of ICH patients can be increased [3]. Despite the seriousness of ICH, the incidence rate of ICH is steadily increasing. Bako et al. reported that the incidence rate of ICH increased by 11% over 15 years across the United States. They particularly highlighted the rising incidence of ICH among young economically-active and middle-aged populations in the United States, emphasizing the need for prevention strategies for ICH targeting [4]. In this situation, Rindler et al. investigated the impact and importance of neuroimaging examinations for ICH patient management [5]. This is because, for the prompt diagnosis and identification of the underlying cause of the ICH, neuroimaging examinations are essential. In particular, the results of neuroimaging examinations are used to prioritize patients and determine appropriate medical treatment. However, the individuals responsible for conducting these neuroimaging examinations and documenting the results are radiologists. In that situation, the Royal College of Radiologists stated that while the number of CT and MRI scans performed has increased by 7% annually, there has only been a 4% annual increase in the number of radiologists [6]. This shortage of radiologists leads to delayed diagnosis and medical treatment.



In such circumstances, Rindler et al. highlighted that innovative technologies like automated ICH detection can be rapidly applied in the diagnostic stage of ICH [5]. In a similar context, Mohammed et al. stated that artificial intelligence techniques can analyze CT scans with high accuracy and speed, and it can be helpful for experts, radiologists, and patients [3]. This is why various medical image captioning studies have been conducted in the past. Using medical images as input, medical image captioning generates corresponding text. In the imageCLEFmedical Caption Task 2022, organized by Cross-Language Education and Function (CLEF), a medical image captioning challenge was held using datasets consisting of single CT images, MRI images, X-ray images, and their corresponding captions [7]. In this competition, Hajihosseini et al. utilized a ResNet-50-based multi-label classification model, treating words as individual labels, and achieved the highest performance with a BLEU score of 0.48 [8]. In the same challenge, Lebrat et al. utilized an encoder-to-decoder model for medical image captioning [9]. They used vision transformers and convolutional vision transformers as encoders and BERT, distilGPT2 models as decoders, with the method that sets the probability for certain tokens to 0 to address the n-gram repetition problem. Moreover, Selivanov et al. proposed the medical image captioning model, which combines the output vectors of the show-and-tell model and GPT-3 on the OPEN-I [10] and MIMIC-CXR [11] datasets [12].



Such studies have achieved success in single medical image captioning, but there is a limitation to applying such studies to diseases, which mainly use CT scans that represent 3D images in sequential 2D images. This is due to the characteristics of CT scans, which disperse 3D space information into sequential 2D images. Due to such limitations, it is difficult to find studies that have conducted captioning tasks for brain CT scans [13]. At the same time, unlike single medical image captioning, which considers the information from the single medical image, captioning for CT scans is a task that requires the model to generate text based on the information from all the images that make up the CT scan. However, CT scans are ready in most situations and can provide clues to determine the main cause of ICH even when there is little patient information [14,15]. Therefore, the need for a CT image captioning model that can deal with the characteristics of a CT scan is high.



At this time, 3D-CNNs (3D convolutional neural networks) are known for their ability to extract feature vectors from sequential images. As a result, they have been utilized in studies related to CT scans that involve artificial intelligence techniques. Perez et al. proposed an ICH prognosis prediction model using a custom 3D-CNN model and feed-forward network [16]. Neethi et al. proposed a stroke classification model for brain CT scans using a 3D-CNN model [17]. They achieved a 14.28% higher F1 score compared to the state-of-the-art stroke classification model at that time. Henderson et al. proposed a segmentation model for organs-at-risk (OARs) in the head and neck utilizing a 3D-CNN model [18]. They showed a performance that was on par with the state-of-the-art methods at that time, even with limited training data. Rani et al. proposed an automatic brain tumor detection model for CT and MRI images utilizing a 3D AlexNet model and a wireframe model [19]. This showed a high level of accuracy on the RSNA-MCCAI. These studies highlight the significant performance of 3D-CNN-based models in extracting meaningful information from CT scans.



Based on that, we propose an ICH-related CT scan captioning model that is based on the 3D-CNN model with a language model. Our goal is to generate corresponding reports of the given CT scan, which consists of normal and ICH CT scans. The proposed method utilizes the 3D-CNN model as an encoder and distilGPT-2, one of the language models, as a decoder. In addition, we present experimental results for combinations of models converted from ResNet-50 [20], EfficientNet-B5 [21], DenseNet-201 [22], and ConvNeXt-S [23] to 3D-CNN structures with distilGPT-2, as well as the result of utilizing penalty applied loss function to prevent the generation of specific sentences.



This paper is organized as follows. The proposed method, including utilized models and the loss functions with penalty for CT scan captioning, is outlined in Section 2. Section 3 analyzes the experimental results. This study is summarized in Section 4.




2. Methodology


The overall model structure is shown in Figure 1 and is composed of an encoder–decoder structure utilizing an end-to-end learning strategy known to be effective for caption generation tasks [24]. In the encoder–decoder model structure, the encoder transforms the input into a fixed-dimensional feature vector. The decoder receives this feature vector and generates the corresponding output. In this study, the input to the encoder is the CT scan, and the output is a fixed-dimensional feature vector corresponding to that CT scan. The decoder is trained to generate sentences corresponding to the feature vector from the encoder and employs the following strategies: cross-attention and teacher forcing. Cross-attention uses query, key, and value, where the values for the elements are from two different embeddings in the attention mechanism. In this case, the value of the query is the input text from Figure 1, while the key and value are the feature vectors from 3D-CNN in Figure 1. Teacher forcing is a training strategy in which the model is forced to learn the token that comes after the current time step’s token. For example, if the input “<sos> I go to school” is provided, the model is trained to output “I go to school <eos>”. This strategy addresses the issue in the training stage where a wrong prediction at an earlier time step leads to subsequent time steps making incorrect predictions during the training process. The end-to-end learning strategy utilizes the same loss function for both the encoder and decoder during the training process.



2.1. Encoder


For the encoder, ResNet-50, EfficientNet-B5, DenseNet-201, and ConvNeXt-S models were selected. Then, 3D augmentations were used by converting the 2D-CNN structure of these models into 3D-CNN [25]. During this process, the number of layers and model structure for each model were preserved as the same as the existing 2D-CNN models, thus preserving their characteristics. While 2D-CNN models only consider information from a single image when extracting feature vectors, 3D-CNN models have the characteristic of considering spatial information from an image sequence. This allows the model to include information related to location and size changes of the hemorrhagic region in the feature vector, as seen in Figure 2b. Each 3D-CNN model utilized the converted pretrained weights from the corresponding 2D-CNN model’s pretrained weights on ImageNet [25]. This is based on the assumption that the images surrounding a specific image in a sequential image are composed of similar information. Accordingly, the pretrained weights of the 2D-CNN model were divided by the kernel depth of the 3D-CNN model and used as the weights for the 3D-CNN model.




2.2. Decoder


For the decoder, distilGPT2 was selected. DistilGPT2 is a compressed version of GPT-2 with 6 layers, a hidden layer size of 768, 12 heads, and 82 million parameters. This considers the overall size of the model parameters, as large models can have longer inference times [26]. A longer inference time does not align well with the considerations in this study where rapid diagnosis is considered, and it may even potentially hinder the diagnostic process. DistilGPT2, in particular, is more than twice as fast as GPT-2 on average [27]. In this paper, the output layer of distilGPT2 was used as-is since it can represent most of the medical terms.




2.3. Penalty Applied Loss Function


In this paper, the loss function used is sparse categorical cross entropy (SCCE). However, despite using SCCE, the trained model sometimes generated sentences typically found in normal CT scans (“unremarkable finding of brain parenchyma and cerebrospinal fluid space”) when dealing with ICH CT scans. Here, we will refer to this as None-ICH Text. To prevent this, a penalty-applied loss function is proposed, which applies a penalty when the model generates a None-ICH Text for ICH CT scans and is implemented in the model training. Equation (1) represents the categorical cross entropy (  l  ) loss function.


  l = −   1   n     ∑  j = 1   n      ∑  i = 1   c      t   i j     log  ⁡      y   i j     .        



(1)







In this case,   n   represents the number of training samples,   c   is the number of classes,   y   is the model prediction, and   t   is the ground truth. Equation (2) is the loss function   L   that applies a penalty when the input is an ICH CT scan, but the output is a None-ICH Text.


  L =         l   i   + p ,     i f     r   i   = 1         l   i   ,     i f     r   i   = 0       .  



(2)







In this case,     l   i     is the   i  -th loss value calculated from Equation (1), and   p   is the penalty value we determined.     r   i     is 1 if the   i  -th input is ICH, and the output is a None-ICH Text and 0 otherwise.




2.4. Text Generation Strategy


For the text generation strategy, Greedy Search, Beam Search, and Top-k Sampling were used. These text generation strategies are used during the decoding process, which transforms the output vector from the decoder readable by humans. Greedy Search selects the word with the highest probability at each time step from the output vector of the language model. Beam Search maintains k sequences at each time step and finally selects the sequence with the highest probability. Top-k Sampling determines the k most probable next words, redistributes the probabilities among them, and then selects a word. The hyperparameter k was set to 3.





3. Experiment Results


3.1. Experimental Setup


The experiments for this study were conducted using 8 NVIDIA A100 GPUs (Nvidia Corporation, Santa Clara, CA, USA) provided by the HPC-AI infrastructure at the Supercomputing Center (https://cwww.gist.ac.kr/scent/, accessed on 21 July 2023) operated by the Gwangju Institute of Science and Technology (GIST). For the training hyperparameters, we used the Adam optimizer with a learning rate of 0.001, a batch size of 8, and early stopping with 15 patience.




3.2. Dataset


The data used in this study consist of the CT scan and the corresponding radiologist report from 35,511 people, which were collected from 2012 to 2020 at Hallym University Sacred Heart Hospital (https://hallym.hallym.or.kr/eng/, accessed on 22 July 2023) and Hallym University Chuncheon Sacred Heart Hospital (https://chuncheon.hallym.or.kr/eng/, accessed on 22 July 2023). During the collection, we used a 64-slice Sensation 64 or a 128-slice Somatotom Definition Flash, multidetector row CT scanner (Siemens Healthcare, Forchheim, Germany). The CT scanners were standardized as follows: slice thickness, 3 mm; tube voltage, 120 kVp; field of view, 250 × 250 mm; standardized window level and width, 80/35. The overall data have a 7:3 ratio of normal and ICH CT scans. The CT scan was saved in DICOM format, which was extracted as a sequential PNG format to use as input to the model. Data augmentation was not performed to prevent the mismatch of the spatial information inherent in CT scans with the corresponding report. For example, if the original CT scan had a hemorrhage on the left side, the location of the hemorrhage may move to the right side, which will cause a mismatch with the corresponding report, which possibly describes the location of the hemorrhage on the left side of the brain. This highlights the potential inconsistencies that can arise when spatial information is altered through data augmentation. Subsequently, the entire dataset was divided into train, validation, and test sets with an 8:1:1 ratio.



3.2.1. Image Caption


Table 1 shows examples of radiologist reports for normal and ICH CT scans. These are present for each one of the CT scans. At this time, some of the reports contain Korean. However, the included Korean mainly consists of content that does not affect the interpretation, such as conjunctions or adverbs. Therefore, preprocessing was performed by removing Korean, converting it to lowercase, and removing special characters. The maximum token length of the report was limited to 129, and padding was added if the report was shorter. Subsequently, the report was tokenized using the tokenizer used by the distilGPT2 decoder to form the input text in Figure 1.




3.2.2. CT Scan


The CT scan data for each patient are shown in Figure 2b. Figure 2b presents a portion of the ICH CT scan used in this study. Unlike Figure 2a, which is represented as a single image, Figure 2b is represented as a sequence of multiple images. Specifically, Figure 2b shows the hemorrhagic area in the brain gradually increasing from the top and moving from left to right. In the bottom images, the opposite is observed. This characteristic results from representing a 3D space as a 2D image.



Preprocessing methods such as image normalization and size adjustments, used in existing image captioning studies, were used and supplemented by adding a step to compose the entire sequence of images into a single 3D image, as shown in Figure 3. In this case, the sequences of CT images were unique for each patient, and the number of images in each patient’s sequence varied. According to this, the average number of images per CT scan was checked, and the CT scan’s average image count was approximately 47, with a median value of 49. The maximum number of images in a single 3D image was set to 64. If the number of images was insufficient, post-padding with a black image was carried out, and if exceeded, images from the 65th onwards were excluded.





3.3. Evaluation Metric


For the evaluation of the experimental results, we used the nlgeval library [28] to calculate the BLEU (Bilingual Evaluation Understudy) score [29], METEOR (Metric for Evaluation of Translation with Explicit Ordering) score [30], and ROUGE-L (Recall Oriented Understudy of Gisting Evaluation) score [31]. Additionally, we used cosine similarity between sentence vectors utilizing embeddings from ClinicalBERT [32]. The BLEU score calculates how many n-grams overlap between a human-generated reference sentence and a model-generated sentence in machine translation. The METEOR score is similar to the BLEU score but considers recall in addition to precision, which the BLEU score only focuses on. Precision is the ratio of the number of words that overlap between the model-generated sentence and the reference sentence to the total number of words in the model-generated sentence. Recall is the ratio of the number of words that overlap between the reference sentence and the number of words in the reference sentence. The ROUGE-L score is a type of ROUGE-N score that emphasizes n-gram recall between the model-generated and reference sentences, and it utilizes the longest common subsequence. The subsequence in this context does not have to be contiguous.



ClinicalBERT is a medical language model that pretrained the BERT model with a 1.2-billion-word corpus consisting of various disease-related terms and finetunes it with an EHR corpus of more than 3 million patients. In this paper, we embedded both the model-generated sentences and the reference sentences using ClinicalBERT and then calculated the cosine similarity between each resulting embedded sentence vector. Cosine similarity is calculated using the cosine angle between two vectors, where the value is 1 when the directions of the two vectors are identical, 0 when their angle is 90 degrees, and −1 when their direction is opposite at 180 degrees.




3.4. Experiment Result with All Test Data


Table 2 presents experimental results using all test data with a ratio of seven normal and three ICH. The experimental results using the loss function based on Equation (2) are shown in Table 2 as   L   w/  p   value 1 and   L   w/  p   value 10. Within the group using the   l   loss function, EfficientNet-B5+B scored the highest performance across all metrics, showing the overall highest score among all experimental results in Table 2. In the same model, the cosine similarity using ClinicalBERT was 0.78, confirming that the similarity between the generated sentences and the actual report was high. For the ResNet-50 model, except for the Top-k Sampling generation strategy, the scores were higher when using   L   w/  p   value 1 and   L   w/  p   value 10 compared to using   l  , and they showed the highest scores among the models using the same loss function group. This indicates that the penalty-applied loss functions had a positive impact. The reported METEOR and ROUGE-L scores from Hajihosseini et al., which placed first in the imageCLEFmedical Caption Task 2022 for single medical image captioning, were 0.09 and 0.14, respectively, while the reported BLEU score from Lebrat el al., which ranked third in the same competition, was 0.31 [8,9]. These results show that the proposed method in this study demonstrates a certain level of usability utilizing 3D-CNN models to consider the spatial information, even for a more challenging task, which should consider the spatial information compared to a single medical image captioning task.



However, as can be seen in Figure 4a,b, there are significant differences in the report that makes up the radiology reports of the images within the test dataset. Figure 4a shows a radiology report of a normal CT scan, which is mainly composed of similar sentences and includes many sentences that are the same or similar to None-ICH texts. In contrast, Figure 4b shows a radiology report of an ICH CT scan, which contains various information. The experimental results presented in Table 2 utilized test data where the proportion of normal CT scans was around 70%, similar to the training data. This suggests that the model’s performance could be inaccurately evaluated if it primarily generates sentences similar to those found in Figure 4a or None-ICH texts. Furthermore, since one of the goals of this study is to generate reports for the patient’s CT scans, it is essential to evaluate the performance of the model, specifically for the ICH CT scans. Therefore, we conducted experiments using only the test data of ICH CT scans.




3.5. Experiment Result with the Test Data Consisted of ICH CT Scan


Table 3 presents the experimental results using test data composed solely of ICH CT scans. In the imageCLEFmedical Caption Task 2022, the highest reported METEOR score was 0.09, while the ROUGE-L score was 0.20 [7]. Some of the results in Table 3 exhibit similar or higher scores. This demonstrates that even when evaluating the model’s performance using only the ICH CT scans, the proposed method in this paper provides a certain level of usability.



Additionally, an important observation from the results in Table 3 is the impact of the penalty-applied loss functions on the model’s performance. The goal of the penalty-applied loss functions was to prevent the model from generating None-ICH text to the ICH CT scan. As seen in Table 2, when EfficientNet-B5 utilized   L   w/  p   value 1 and   L   w/  p   value 10 for model training, the scores were lower compared to when using   l  . However, Table 3 shows an improvement in the scores when EfficientNet-B5 utilized L w/p value 1 instead of   l  , and achieved the highest scores among the loss functions on the ICH CT scans. Notably, in Table 3, the EfficientNet-B5 model, which recorded the highest score among the models using   l   in Table 2, showed the highest scores across all three loss functions (  l  ,   L   w/  p   value 1 and   L   w/  p   value 10) when evaluated on the only ICH CT scan. This suggests that utilizing penalty-applied loss functions showed a certain degree of effectiveness for the EfficientNet-B5 model. Furthermore, the effect of penalty-applied loss functions is more shown in the ResNet-50 model. Comparing the scores of the ResNet-50 model between   l   and   L   w/  p   value 1 in Table 3, we observed a large improvement in BLEU scores for Greedy Search and Beam Search strategy, as well as slight score improvements for other metrics when   l   was utilized. The effect of penalty-applied loss functions can also be observed in the model-generated text shown in Table 4.



There are also some noteworthy points in the results of the DenseNet-201 model. In Table 2, the scores of DenseNet-201 + G and DenseNet-210 + B models did not show the highest performance compared to other models, but they recorded scores close to the models with the highest scores within their loss function groups. Furthermore, in Table 3, the DenseNet-210 + B model demonstrated scores that were either close to, equal to, or higher than the models with the highest scores within their loss function groups in some metrics.




3.6. Examples of Generated Text


Table 4 displays the text generated by the EfficientNet-B5 + B model, which achieved the highest scores in Table 2 and Table 3. For both the first and second rows of the ICH CT scan, we can see that applying   L   w/  p   value 1 and   L   w/  p   value 10 to the model helps generate sentences closer to the reference texts compared to applying   l  . Simultaneously, the texts generated by the models using   L   w/  p   value 1 and   L   w/  p   value 10 provide more detailed information than the model that applied only   l   for both ICH CT scans. For example, in the case of the first row, the model applying   l   does not provide information on “midline shifting focal lacunar infarction in the left internal capsule.” However,   L   w/  p   value 1 includes the information of “midline shifting,” and   L   w/  p   value 10 incorporates “lacunar infarctions”. Additionally, looking at the text in the second row, we can see that the text from the model with   L   w/  p   value 10 applied is identical to the reference text, confirming that the application of   L   w/  p   value 1 and   L   w/  p   value 10 had a positive effect.



The spatial information consideration of 3D-CNN is indeed evident in Table 4. In the first row of the reference text in Table 4, we can observe information regarding “diffuse subdural hemorrhage.” Subdural hemorrhage refers to bleeding between the dura mater and the arachnoid membrane, and “diffuse subdural hemorrhage” signifies hemorrhage that spreads widely between these layers. To determine whether hemorrhage is diffuse or not, it is necessary to examine the spatial information in the CT scan. In this regard, when we look at the model-generated text in the first row of Table 4, we can see that the information “diffuse” is included regardless of the penalty value applied to the loss function. At the same time, midline shifting indicates that the brain’s central line has moved. This can occur when there is insufficient space for the brain due to bleeding. However, for the model to confirm that the brain’s central line has shifted, it would need to determine where the brain’s central line should be. However, the brain central line may not be consistent across patients in the resulting CT scan due to factors such as the patient’s position or head shape during the CT imaging process. Therefore, the model needs to determine the normal position of the brain’s central line and when the shifting has occurred based on spatial information about where the brain is located. In models trained with a penalty-based loss function, you can observe information about midline shifting. This suggests that the proposed method handled this information effectively.



Indeed, while applying   L   w/  p   value 1 and   L   w/  p   value 10 did not affect the generated text of the model for the normal CT scan in the third row, it did impact the fourth row’s normal CT scan, resulting in the generation of incorrect text. This may be related to the observation that as the   p  -value increases, additional ICH-related information is included in the model-generated text for the ICH CT scan. Therefore, finding an appropriate   p  -value to apply to the loss function   L   might help address this issue in the future. Additionally, in Table 4, it can be observed that the model sometimes fails to correctly identify the location of ICH-related information. This is likely due to the difficulty of accurately pinpointing the specific location in CT scans since they are composed of black and white images. In the future, providing additional information regarding the relevant locations might help improve the model’s performance.





4. Conclusions


This study proposed a CT scan captioning model for ICH and introduced penalty applied loss functions   L   w/  p   value 1 and   L   w/  p   value 10 to control the bias during the model training process. The captioning model for ICH CT scans was structured as an encoder–decoder using a 3D-CNN model and a distilGPT2, demonstrating a certain level of usability compared to previous studies. Furthermore, the impact of   L   w/  p   value 1 and   L   w/  p   value 10 was examined during the model training process, and it was observed that they assisted the model in including more ICH-related information in the generated texts.



However, this study involves a captioning task on the results of 2D images representing 3D spaces captured in a dispersed manner, making the captioning task more challenging than conventional single medical image captioning. Simultaneously, it is difficult to find publicly-available ICH CT scan captioning task data and related prior studies. As a result, this study was conducted using an in-house dataset. Therefore, there are limitations to directly comparing the results of this study to those of other studies. In the future, when related gold standard datasets become publicly available, these limitations can be addressed through additional experiments. Furthermore, to the best of our knowledge, studies on 3D medical image captioning, such as the one presented in this paper, are challenging to find. Therefore, we referenced the scores reported in the ImageCLEFmedical Caption task 2022, which focused on the 2D medical image captioning task, to determine the usability of our proposed method. Because of this, when interpreting the performance of the proposed method in this paper, it is essential to take this into account.



Additionally, we proposed applying a penalty value to the SCCE loss function and observed its effects. However, there may be a more effective way to incorporate penalties into the loss function. Experiments with changing the loss function require the model’s training and evaluation process, which is a time-consuming task. Therefore, we conducted this experiment with   p  -values of 1 and 10, which can be remedied through various additional experiments in the future.



In future studies, we will conduct more and various experiments to determine an appropriate   p  -value to guide the model, not to generate ICH-related text for the normal CT scan with the additional experiments concerning the loss functions.
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Figure 1. Proposed method. CT scan preprocessing process is described in Section 3.2.2. The 3D-CNN is one of the versions of 3D augmented models in the list of ResNet-50, EfficientNet-B5, DenseNet-201, and ConvNeXt-S. Loss functions in the distilGPT2 block are described at the bottom of page 4. 
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Figure 2. Example of medical images. (a) Single 2D image from brain CT scan in the in-house data; (b) Sequential 2D images from brain CT scan in the in-house data. Images order in (b) are left to right and top to bottom. 
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Figure 3. Preprocessing of sequential 2D CT scan images into 3D images. In the preprocessing, image normalizations and image resize are applied to the CT scan images and the images are stacked into one 3D image following the original order. 
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Figure 4. Example of radiologist reports within the whole test dataset. (a) Radiologist’s reports on normal CT scan; (b) radiologist’s reports on ICH CT scan. Unlike radiologist reports in (b), radiologist reports in (a) consist of mostly similar texts. 
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Table 1. Caption examples. Normal column shows one of the radiologist’s reports on the normal CT scan. ICH column shows one of the radiologist’s reports on the ICH CT scan.
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	Normal
	ICH





	Unremarkable finding of brain parenchyma and cerebrospinal fluid space
	Left frontal subcortical intracerebral hemorrhage with surrounding edema










 





Table 2. Experimental result with all test data. G denotes Greedy Search, B denotes Beam Search, and T denotes Top-k Sampling. Highest score for each metric within the loss function is highlighted with bold text.
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Loss Function

	
Models

	
BLEU *

	
METEOR

	
ROUGE-L

	
Cosine Similarity






	
   l   

	
ResNet-50 + G

	
0.26

	
0.19

	
0.51

	
0.75




	
ResNet-50 + B

	
0.31

	
0.21

	
0.54

	
0.77




	
ResNet-50 + T

	
0.08

	
0.06

	
0.13

	
0.58




	
EfficientNet-B5 + G

	
0.28

	
0.20

	
0.52

	
0.76




	
EfficientNet-B5 + B

	
0.35

	
0.23

	
0.56

	
0.78




	
EfficientNet-B5 + T

	
0.09

	
0.08

	
0.17

	
0.62




	
DenseNet-201 + G

	
0.28

	
0.20

	
0.53

	
0.76




	
DenseNet-201 + B

	
0.23

	
0.16

	
0.44

	
0.73




	
DenseNet-201 + T

	
0.07

	
0.06

	
0.12

	
0.57




	
ConvNeXt-S + G

	
0.26

	
0.19

	
0.51

	
0.75




	
ConvNeXt-S + B

	
0.25

	
0.19

	
0.51

	
0.75




	
ConvNeXt-S + T

	
0.06

	
0.05

	
0.12

	
0.57




	
  L   w/  p   value 1

	
ResNet-50 + G

	
0.29

	
0.19

	
0.51

	
0.76




	
ResNet-50 + B

	
0.33

	
0.22

	
0.54

	
0.77




	
ResNet-50 + T

	
0.07

	
0.06

	
0.12

	
0.58




	
EfficientNet-B5 + G

	
0.24

	
0.17

	
0.44

	
0.73




	
EfficientNet-B5 + B

	
0.21

	
0.15

	
0.34

	
0.68




	
EfficientNet-B5 + T

	
0.09

	
0.08

	
0.15

	
0.60




	
DenseNet-201 + G

	
0.27

	
0.20

	
0.52

	
0.76




	
DenseNet-201 + B

	
0.19

	
0.12

	
0.33

	
0.66




	
DenseNet-201 + T

	
0.07

	
0.06

	
0.13

	
0.59




	
ConvNeXt-S + G

	
0.26

	
0.19

	
0.51

	
0.75




	
ConvNeXt-S + B

	
0.25

	
0.19

	
0.51

	
0.75




	
ConvNeXt-S + T

	
0.06

	
0.05

	
0.11

	
0.56




	
  L   w/  p   value 10

	
ResNet-50 + G

	
0.28

	
0.2

	
0.52

	
0.76




	
ResNet-50 + B

	
0.31

	
0.22

	
0.54

	
0.77




	
ResNet-50 + T

	
0.08

	
0.07

	
0.14

	
0.59




	
EfficientNet-B5 + G

	
0.27

	
0.17

	
0.45

	
0.73




	
EfficientNet-B5 + B

	
0.20

	
0.15

	
0.34

	
0.67




	
EfficientNet-B5 + T

	
0.11

	
0.09

	
0.18

	
0.63




	
DenseNet-201 + G

	
0.28

	
0.20

	
0.53

	
0.77




	
DenseNet-201 + B

	
0.24

	
0.16

	
0.44

	
0.75




	
DenseNet-201 + T

	
0.09

	
0.07

	
0.16

	
0.6




	
ConvNeXt-S + G

	
0.06

	
0.1

	
0.16

	
0.56




	
ConvNeXt-S + B

	
0.06

	
0.11

	
0.14

	
0.53




	
ConvNeXt-S + T

	
0.03

	
0.01

	
0.11

	
0.56








* Mean score of BLEU-1, 2, 3, and 4 score.













 





Table 3. Experimental results with test data consisted of an ICH CT scan. G denotes Greedy Search, B denotes Beam Search, T denotes Top-k Sampling. Highest score for each metric within the loss function is highlighted with bold text.
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Loss Function

	
Models

	
BLEU *

	
METEOR

	
ROUGE-L

	
Cosine Similarity






	
   l   

	
ResNet-50 + G

	
0.01

	
0.03

	
0.08

	
0.51




	
ResNet-50 + B

	
0.09

	
0.08

	
0.20

	
0.61




	
ResNet-50 + T

	
0.04

	
0.05

	
0.09

	
0.59




	
EfficientNet-B5 + G

	
0.06

	
0.09

	
0.16

	
0.58




	
EfficientNet-B5 + B

	
0.16

	
0.13

	
0.28

	
0.63




	
EfficientNet-B5 + T

	
0.09

	
0.10

	
0.17

	
0.63




	
DenseNet-201 + G

	
0.06

	
0.09

	
0.09

	
0.56




	
DenseNet-201 + B

	
0.12

	
0.16

	
0.10

	
0.62




	
DenseNet-201 + T

	
0.08

	
0.10

	
0.07

	
0.60




	
ConvNeXt-S + G

	
0.01

	
0.02

	
0.06

	
0.53




	
ConvNeXt-S + B

	
0.01

	
0.02

	
0.06

	
0.53




	
ConvNeXt-S + T

	
0.03

	
0.03

	
0.07

	
0.55




	
  L      w / p   value 1

	
ResNet-50 + G

	
0.15

	
0.05

	
0.11

	
0.58




	
ResNet-50 + B

	
0.14

	
0.10

	
0.22

	
0.62




	
ResNet-50 + T

	
0.04

	
0.06

	
0.09

	
0.60




	
EfficientNet-B5 + G

	
0.07

	
0.10

	
0.17

	
0.62




	
EfficientNet-B5 + B

	
0.17

	
0.17

	
0.30

	
0.68




	
EfficientNet-B5 + T

	
0.10

	
0.11

	
0.18

	
0.65




	
DenseNet-201 + G

	
0.04

	
0.08

	
0.13

	
0.54




	
DenseNet-201 + B

	
0.13

	
0.15

	
0.27

	
0.62




	
DenseNet-201 + T

	
0.07

	
0.10

	
0.16

	
0.60




	
ConvNeXt-S + G

	
0.01

	
0.02

	
0.06

	
0.53




	
ConvNeXt-S + B

	
0.01

	
0.02

	
0.06

	
0.53




	
ConvNeXt-S + T

	
0.04

	
0.05

	
0.09

	
0.58




	
  L      w / p   value 10

	
ResNet-50 + G

	
0.03

	
0.05

	
0.11

	
0.57




	
ResNet-50 + B

	
0.12

	
0.10

	
0.24

	
0.63




	
ResNet-50 + T

	
0.04

	
0.06

	
0.09

	
0.60




	
EfficientNet-B5 + G

	
0.07

	
0.08

	
0.16

	
0.61




	
EfficientNet-B5 + B

	
0.18

	
0.14

	
0.29

	
0.66




	
EfficientNet-B5 + T

	
0.11

	
0.10

	
0.18

	
0.65




	
DenseNet-201 + G

	
0.06

	
0.09

	
0.16

	
0.58




	
DenseNet-201 + B

	
0.15

	
0.14

	
0.28

	
0.63




	
DenseNet-201 + T

	
0.08

	
0.10

	
0.16

	
0.63




	
ConvNeXt-S + G

	
0.01

	
0.05

	
0.05

	
0.52




	
ConvNeXt-S + B

	
0.02

	
0.07

	
0.07

	
0.51




	
ConvNeXt-S + T

	
0.03

	
0.08

	
0.08

	
0.57








* Mean score of BLEU-1, 2, 3, and 4 score.













 





Table 4. EfficientNet-B5 + B generated texts with all test data. Top 2 rows are from the ICH CT scan, and bottom 2 rows are from the normal CT scan. Columns except reference text show a change in the generated text with the change in loss function and the penalty value. Effect of the loss function with penalty is shown in each row as the additional information in the generated text increases while it brings the generated text closer to the reference text. Overlapping tokens are highlighted with the colors.






Table 4. EfficientNet-B5 + B generated texts with all test data. Top 2 rows are from the ICH CT scan, and bottom 2 rows are from the normal CT scan. Columns except reference text show a change in the generated text with the change in loss function and the penalty value. Effect of the loss function with penalty is shown in each row as the additional information in the generated text increases while it brings the generated text closer to the reference text. Overlapping tokens are highlighted with the colors.





	Reference Text
	    l    
	   L        w / p    Value 1
	   L        w / p    Value 10





	diffuse left cerebral subdural hemorrhage midline shifting focal lacunar infarction in left internal capsule
	diffuse right cerebral subdural hemorrhage
	diffuse left cerebral subdural hemorrhage midline shifting subdural hemorrhage along the cerebral subarachnoid hemorrhage in right sylvian cistern
	diffuse right cerebral subdural hemorrhage midline shifting multiple old lacunar infarctions in both basal ganglia and right thalamus



	sdh, right cerebral hemisphere small vessel disease with lacunar infarctions otherwise no demonstrable abnormal finding
	sdh in right fronto parietal otherwise no demonstrable abnormal finding
	sdh, left fronto temporo parietal otherwise no demonstrable abnormal finding
	sdh, right cerebral hemisphere small vessel disease with lacunar infarctions otherwise no demonstrable abnormal finding



	unremarkable finding of brain parenchyma and cerebrospinal fluid space
	unremarkable finding of brain parenchyma and cerebrospinal fluid space
	unremarkable finding of brain parenchyma and cerebrospinal fluid space
	unremarkable finding of brain parenchyma and cerebrospinal fluid space



	unremarkable finding of brain parenchyma and cerebrospinal fluid space
	unremarkable finding of brain parenchyma and cerebrospinal fluid space
	diffuse brain atrophy
	diffuse brain atrophy
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